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The tide is turning against a major idea in social psychology: that implicit evaluations reflect mental content
that lies beyond conscious awareness. This view is being reconsidered in light of mounting evidence that
people can predict their own implicit evaluations with high accuracy. However, there are reasons to question
whether such predictive accuracy reflects introspective access. First, prior studies have relied almost
exclusively on familiar targets (e.g., racial groups), allowing predictions to be informed by background
knowledge (e.g., knowing that a group is stigmatized) rather than introspection. Second, implicit
and explicit evaluations have been highly correlated in prior work, enabling accurate predictions simply
by assuming that implicit evaluations mirror explicit ones. Here, we report eight experiments (five pre-
registered; N = 6,794) designed to minimize these nonintrospective routes to predictive accuracy.
We introduced participants to novel targets and shifted implicit and explicit evaluations of these targets in
opposite directions, rendering explicit evaluations an unreliable cue. Under these conditions, predictive
accuracy ranged from low to nonexistent; participants frequently anticipated shifts in their implicit eva-
luations in the opposite direction of the actual change. These results generalized across two learning
paradigms (impression formation and attribute conditioning), two implicit evaluation measures (Implicit
Association Test and evaluative priming task), and between-participant and within-participant designs. We
consider multiple interpretations of these findings, including the possibility that implicit evaluations reflect
mental content that is largely or even entirely inaccessible to conscious awareness.

Statement of Limitations
Although the present experiments rely on samples that are more diverse in terms of demographic
variables (such as age, race, and educational attainment) than the in-lab convenience samples routinely
used in this line of research, they are not fully representative of the United States or any other country.
Moreover, the relatively noisy nature of the online environment of the present experiments may have
contributed to the lack of awareness that we have found. Additionally, a strong test of our theoretical
question required conditions under which newly created implicit and explicit evaluations are dissociated
from each other in terms of their mean levels and not excessively highly correlated with each other.
However, it should be noted that these conditions are unusual given that experimentally induced implicit
and explicit evaluations of novel targets tend to be alignedwith each other. Finally, given that the present
experiments consisted of a single session administered online, they showmerely that participants are not
immediately aware of the mental content underlying novel implicit evaluations. However, such
awareness may emerge incrementally over time or may be achieved using experimental interventions
relying, for example, on mindfulness training or other, related methods.
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The notion that evaluations1 can reflect mental content that lies
beyond conscious awareness is among the most influential ideas to
emerge from the study of social cognition. According to this view,
the mental contents that underlie deliberately generated (explicit)
evaluations are accessible to conscious introspection, but the mental
contents that underlie spontaneously generated (implicit) evalua-
tions are not (Greenwald & Banaji, 1995).
“Conscious” or “introspective” awareness means direct

experience—in this case, direct experience of whatever mental
contents inform the spontaneous responses that constitute implicit
evaluations. This definition is agnostic regarding the nature of those
contents: They could be associative links or propositional beliefs,
affectively laden or purely cognitive, stable or fleeting. The claim
that implicit evaluations arise from introspectively inaccessible
mental content simply holds that whatever those contents are, they
do not produce direct conscious experience.
This perspective has had far-reaching consequences. It has shaped

theories of automatic information processing (Melnikoff & Bargh,
2018; Moors & De Houwer, 2006); informed public discussions
of unconscious bias in policing, housing, and education (Greenwald
et al., 2022); and fueled philosophical debates on moral responsi-
bility for automatic aspects of thought and behavior (Brownstein,
2016). More recently, however, this perspective has come under
attack. Accumulating evidence suggests that the mental contents
underlying implicit evaluations may be accessible to conscious
introspection after all.
Specifically, research has shown that people can predict their

scores on standard measures of implicit evaluation—typically an
Implicit Association Test (IAT; Greenwald et al., 1998)—with
remarkably high accuracy (e.g., Andreychik & Fuchs, 2026; Azad
et al., 2023; Goedderz & Hahn, 2022; Hahn et al., 2014; Hahn &
Gawronski, 2019; Rivers & Hahn, 2019). These findings have
been interpreted as strong evidence that the mental contents
underlying implicit evaluations are introspectively accessible (see,
e.g., Gawronski et al., 2022). In fact, the literature has largely moved
beyond the question of whether such accessibility exists to questions
of when, to what extent, and for whom it is achieved, as well as the
nature of the contents purportedly accessed (Goedderz & Hahn,
2022, 2025; Hahn & Goedderz, 2020). For example, Hahn and
Goedderz (2020) asserted that “people can predict variance in
their IAT scores beyond its specific methodology and therefore must
have some access to the underlying cognitions producing those
results,” and went on to ask, “But what exactly are these underlying
cognitions?” (p. S127).
This new perspective has become the basis for a broader

reinterpretation of decades of psychological research, including
work on implicit evaluation change (Kurdi & Charlesworth, 2023;
Lai et al., 2014), accounts of the relationship between implicit
and explicit evaluations (Nosek, 2005), and basic models of
the social mind (Cunningham et al., 2007; De Houwer, 2014;
Gawronski & Bodenhausen, 2006; McConnell & Rydell, 2014;
Smith & DeCoster, 2000). Its implications also extend beyond
psychological theory, challenging public education programs
built around the concept of unconscious bias (see, e.g., Emerson,
2017; Ogunyemi, 2021; Williamson & Foley, 2018), as well as
philosophical treatments of moral responsibility that assume that
implicit evaluations reflect unconscious mental content (e.g.,
Levy, 2017).

Existing Evidence for Introspective Accessibility and
Its Limitations

To date, research on awareness in relation to implicit evaluations
has relied on a single paradigm. In this paradigm, participants
first predict their performance on some measure of implicit eva-
luations. They then complete the measure itself. Predictive accuracy
is indexed as the within-participant correlation between predicted
and actual implicit evaluations, with standardized effect sizes often
reaching and even exceeding β = .50 (for a meta-analysis, see
Goedderz et al., 2024). These studies provide compelling evidence
that people can anticipate their implicit evaluations across a wide
range of targets.

Critically, however, the ability to predict one’s implicit evalua-
tions need not imply conscious awareness of the mental content
underlying them. Consider someone who reasons, “I explicitly favor
celebrities over non-celebrities, so I probably implicitly favor
celebrities too,” or “Because I grew up in a Spanish-speaking
neighborhood, my implicit bias against Latinos is probably weaker
than my implicit bias against other ethnic groups.” If such inferences
lead to accurate predictions, they reflect sound guesswork rather
than introspective access to the mental content reflected in implicit
evaluations.

The distinction between introspection and nonintrospective
routes to predictive accuracy is widely accepted and invoked in
both experimental psychology (e.g., Bargh & Chartrand, 2000;
Carruthers, 2009; Morris et al., 2025; Nisbett & Wilson, 1977;
Polychroni et al., 2025) and the philosophy of mind (e.g., Lycan,
1996). Introspection involves privileged, first-person awareness
of mental content, akin to hearing a song play in your head.2

Nonintrospective mechanisms, by contrast, involve drawing con-
clusions from indirect clues, such as guessing that a song is playing
in your head because you notice yourself humming it.

When predicting implicit evaluations, people have no shortage
of such clues: their explicit evaluations, personality traits, past
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1 Our use of the term “evaluation” departs from much of the relevant
literature, which has overwhelmingly used the term “attitude.” We do so
deliberately. In common usage, “attitude” often refers interchangeably to (a)
observable evaluative responses to stimuli and (b) the mental contents
presumed to underlie those responses. This conflation obscures a distinction
that is central to questions of introspective accessibility. The classic per-
spective on implicit evaluation does not claim that implicit evaluative re-
sponses per se are consciously inaccessible; rather, it claims that the mental
contents underlying those responses are consciously inaccessible. Empirical
tests of this perspective have therefore typically examined whether people
can accurately predict their implicit evaluative responses, with successful
prediction taken not as a direct demonstration of conscious awareness, but as
evidence consistent with it. However, when people are said to accurately
predict their “implicit attitudes,” predictive accuracy is easily reinterpreted as
not merely consistent with awareness of underlying mental contents, but as
logically equivalent to it. This slippage invites theoretical conclusions
that go beyond what predictive accuracy alone can justify. By adopting the
term “evaluation”—which refers specifically to observable responses—we
aim to keep these levels analytically distinct, treating predictive accuracy as
evidence that bears on awareness of underlying mental contents without
equating the two.

2 The precise mechanisms underlying conscious awareness are debated.
One popular account posits that being conscious of something means that it
has entered a global neuronal workspace (e.g., Dehaene & Changeux, 2011);
other accounts emphasize subjective experience (e.g., Tononi et al., 2016) or
metarepresentations (e.g., Lau & Rosenthal, 2011). Wading into this debate
is outside the scope of this article. The present experiments are informative
regardless of the relative merits of each of these proposals.
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experience, demographics, and so on (e.g., Morris & Kurdi, 2023).
This concern applies to all prior tests of predictive accuracy, which
have relied exclusively on familiar targets—typically social groups
such as Black people, celebrities, and children—for which implicit
and explicit evaluations are highly correlated. In these cases, par-
ticipants possess substantial background knowledge from which
they could generate accurate predictions through nonintrospective
mechanisms. Some evidence suggests that such mechanisms may
indeed account for a large portion of the observed predictive success
(Morris & Kurdi, 2023). As long as these nonintrospective routes to
success are in play, demonstrations of predictive accuracy cannot
rule out the possibility that the mental contents underlying implicit
evaluations are introspectively inaccessible.

Past Attempts to Adjudicate Between Introspection and
Nonintrospective Mechanisms

Past work has attempted to rule out nonintrospective accounts
of predictive accuracy primarily by measuring explicit evaluations
and statistically adjusting for them when assessing the correlation
between predicted and actual implicit evaluations (Azad et al., 2023;
Goedderz & Hahn, 2022, 2025; Hahn et al., 2014; Hahn &
Gawronski, 2019; Morris & Kurdi, 2023; Rivers & Hahn, 2019).
These studies typically find that adjusting for explicit evaluations
does not eliminate the correlation, suggesting that participants are
not simply reporting their explicit evaluations as proxies for their
implicit ones.
However, this approach faces two major limitations. First, sta-

tistically adjusting for explicit evaluations using linear regression is
error-prone. This approach assumes that all predictors are measured
without error—an assumption that is almost never met in practice
(Altman & Krzywinski, 2024). When this assumption is violated,
spurious findings of incremental predictive validity are likely to
emerge (Kahneman, 1965; Westfall & Yarkoni, 2016), especially
when the predictors of interest (e.g., implicit evaluation predictions)
are correlated with their confounds (e.g., explicit evaluations).
This limitation makes it difficult to ascertain whether predictions
of implicit evaluations are genuinely associated with implicit
evaluations above and beyond explicit evaluations. This problem is
compounded by the fact that relevant studies have indexed explicit
evaluations using single-item measures, which tend to contain large
amounts of measurement error (Schmidt & Hunter, 1996).
One might question whether this statistical concern is sufficient to

explain the consistency and breadth of evidence showing that
predictive accuracy survives adjustment for explicit evaluations (see
Goedderz et al., 2024). However, even if this approach successfully
controlled for explicit evaluations, a second concern would remain:
It would leave untouched the many other sources of information
participants could use to guide nonintrospective guesswork. These
include knowledge of descriptive cultural norms (e.g., “People
generally tend to prefer X”), prior behaviors toward the target (e.g.,
“I’ve acted positively toward X”), autobiographical memories
(e.g., “I’ve had good experiences with X”), demographic knowledge
(e.g., “Conservatives like X, so I probably do too”; Nosek et al.,
2007; Ratliff et al., 2020), and so on. People routinely use such clues
to draw conclusions about their mental states across a wide range of
domains (Bem, 1972; Bertoni et al., 2023; Kurdi et al., 2024;
Moutoussis et al., 2014; Paul et al., 2023), raising the possibility that
nonintrospective mechanisms could account for much, if not all, of

participants’ predictive accuracy. Disentangling introspection from
nonintrospective mechanisms therefore requires a different empir-
ical approach.3

A New Empirical Approach

All major accounts of consciousness agree on the following
litmus test for introspective access (see, e.g., Dehaene & Changeux,
2011; Morris, 2025): If some mental content were implanted into a
person’s mind without providing any nonintrospective cues from
which to infer it, could that person accurately report it? If so, they
likely have introspective access to that content; if not, they likely
do not.

The present project aims to approximate this test as closely as
possible. Rather than assessing predictions of long-standing implicit
evaluative tendencies toward familiar targets, we experimentally
induced novel implicit evaluations of unfamiliar targets and had
participants predict these responses. Crucially, the procedures were
designed so that, on average, participants’ implicit and explicit
evaluations diverged from each other. For instance, a participant
might form an implicit preference for Target A over Target B, and
the opposite explicit preference for Target B over Target A.

This approach addresses the core limitations discussed above. By
experimentally dissociating implicit and explicit evaluations, it
achieves stronger control than prior studies that have attempted to
statistically adjust for explicit evaluations. Rather than including
explicit evaluations as a noisy covariate in a regression—an
approach vulnerable to measurement error (Kahneman, 1965;
Westfall & Yarkoni, 2016)—the present studies examine whether
participants can predict their implicit evaluations even when their
explicit counterparts point in the opposite direction. Moreover,
by using novel targets, the present approach minimizes the influence
of background knowledge that could otherwise support non-
introspective guesswork.

If people have consistent introspective access to the mental
contents underlying their implicit evaluations, predictive accuracy
should remain substantial even when those evaluations are newly
formed and misaligned with explicit evaluations. If people instead
rely on nonintrospective mechanisms, predictive accuracy should
sharply diminish—if not disappear—under these conditions.
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3 Two additional empirical strategies have been used to investigate the
mechanisms underlying implicit evaluation predictions, though they are less
directly informative for the present project. First, prior work has shown that
randomly reshuffling predictions across participants produces a massive drop
in predictive accuracy (Goedderz et al., 2024; Hahn et al., 2014). This finding
clearly demonstrates that participant-specific information is critical for
successful prediction. However, it remains unclear whether this advantage
reflects (a) privileged access to one’s own mental contents or (b) the
availability of richer nonintrospective information about oneself than about a
randomly selected stranger. Second, studies have found that instructing
participants to reflect on their implicit evaluative responses reduces surprise
at IAT feedback (Goedderz & Hahn, 2022) and increases acknowledgement
of bias (Hahn & Gawronski, 2019). Although these effects could reflect
enhanced introspective access to the mental contents underlying implicit
evaluations, it is at least as plausible that reflection operates by increasing
awareness of evaluative responses themselves or by motivating participants
to draw more extensively on nonintrospective cues. Both lines of work are
informative about implicit evaluation prediction, but do not adjudicate
between introspective and nonintrospective accounts of predictive
accuracy—the central question addressed by the present work.

UNCONSCIOUS CONTENT IN IMPLICIT EVALUATION 3



The Present Project

This project is an adversarial collaboration between researchers
with diametrically opposed prior views on whether the mental
contents underlying implicit evaluations are accessible to intro-
spection. It represents a joint effort to conduct a fair and rigorous test
of these competing perspectives.
In each experiment, we (a) induced dissociations between implicit

and explicit evaluations of novel targets and (b) tested whether
participants could accurately predict their implicit evaluations. To
strengthen generalizability, we incorporated three key design features.
First, we used two different learning paradigms: an impression

formation task (Experiments 1A–2B; Navon & Bar-Anan, 2025)
and an attribute conditioning task (Experiments 3A–3C; Kurdi,
Krosch, & Ferguson, 2023).
Second, we used two different measures of implicit evaluation. In

addition to the IAT—used in nearly all relevant prior work—we
employed the evaluative priming task (EPT; Fazio et al., 1995). To our
knowledge, this is only the second study to investigate implicit
evaluation predictions using the EPT (for the first one, see Andreychik
& Fuchs, 2026). Generalizing beyond the IAT is particularly
important given its distinctive methodological features (see De
Houwer & Moors, 2010). For example, the IAT requires effortful
categorization of both category and attribute stimuli, whereas the EPT
does not, and is especially sensitive to propositional influences,
whereas the EPT is not (Kurdi, Morehouse, & Dunham, 2023).
Converging evidence across these two measures would therefore
mitigate concerns that successful prediction of implicit evaluations
hinges on methodological idiosyncrasies of a particular task.
Finally, we employed both between- and within-participant

experimental designs. In Experiments 1A–1C, implicit and explicit
evaluations were measured once, after participants received evaluative
information about the targets (between-participants). In Experiments
2A–3C, evaluations were measured both before and after the infor-
mation was delivered (within-participants). This distinction is critical,
because reporting changes in conscious experience is generally easier
than translating conscious experience into absolute ratings. Just as
people may struggle to guess the exact ambient temperature while
remaining highly accurate about whether—and by how much—it has
become warmer or cooler, people may find it easier to predict shifts in
their implicit evaluations than their absolute levels. Within-participant
designs can exploit this asymmetry by soliciting predictions of how
implicit evaluations will change, rather than what their absolute levels
will be. If such predictions are grounded in conscious experience of the
relevant mental contents, they should be highly accurate. Conversely,
if the mental contents underlying implicit evaluations are introspec-
tively inaccessible, participants should mispredict not only absolute
levels but also the magnitude—and perhaps even the direction—of
change.

Transparency and Openness

We report all measures, manipulations, and exclusions across all
experiments. The research question and design, sample size and
participant exclusions, and analytic strategy were preregistered for
Experiments 1B–1C, 2A–2B, and 3C. All preregistrations (https://
osf.io/xdwyr/), materials (https://osf.io/xgau8/), raw data files
including trial-level IAT and EPT data (https://osf.io/9agwu/), and
analysis scripts (https://osf.io/cdyzx/) used in all experiments are

available for download from the Open Science Framework.
Additional information on materials is provided in the online
Supplemental Material.

Experiments 1A–1C

Experiments 1A–1C use an impression formation task developed
by Navon and Bar-Anan (2025) to induce opposing implicit and
explicit evaluations of the same novel targets. The paradigm starts
with a learning phase, in which participants receive information
depicting a male target as moral and a female target as immoral. In a
subsequent test phase, participants complete measures of implicit
and explicit evaluation comparing the moral male target to the
immoral female target.

Navon and Bar-Anan (2025) found that implicit evaluations favor
the immoral woman over the moral man, reflecting positivity toward
women as a social category (Eagly & Mladinic, 1994). Explicit
evaluations, by contrast, favor themoralman over the immoral woman,
reflecting the valence of the behavioral information. In Experiment 1A,
we sought to replicate this dissociation. In Experiments 1B and 1C,
we leveraged the dissociation to assess how accurately participants
predict their implicit evaluations of novel targets when those
evaluations diverge from their explicit evaluations.

Method

Procedure and Measures

A schematic overview of the procedure of Experiments 1A–1C,
as well as all remaining experiments, is provided in Table 1.
Experiments 1A–1C were identical except for three features. First,
Experiment 1A—but not 1B or 1C—included multiple versions of
the learning phase in order to identify the version that produces the
strongest dissociation between implicit and explicit evaluations.
Second, participants predicted their implicit evaluations in
Experiments 1B and 1C, but not in Experiment 1A. Finally, implicit
evaluations were measured with an IAT in Experiments 1A and 1B
and with an EPT in Experiment 1C.

Learning Phase. During the learning phase, participants learned
about two targets—one male and one female—over multiple trials.
Each target was represented by five facial images taken from different
angles. On each trial, one image was randomly selected and displayed
in the upper center of the screen above a behavioral statement.
Participants pressed the space bar to advance after reading each
statement.

All participants learned about a (mostly) moral male target and
a (mostly) immoral female target. This design pitted the valence of
the behavioral information against the positivity commonly observed
towardwomen as a social category (Eagly&Mladinic, 1994; Navon&
Bar-Anan, 2025). To maximize category-level positivity and ensure a
strong dissociation, participation was restricted to women.

In Experiment 1A, we manipulated the number and valence of
statements across five between-participant conditions. In three
conditions (2/0, 5/0, and 10/0), participants read two, five, or 10
positive statements about the male target and an equal number of
negative statements about the female target. In the remaining two
conditions (4/1 and 8/2), participants read either four positive and
one negative statement or eight positive and two negative statements
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about the male target, with the valence reversed for the female target.
Experiments 1B and 1C implemented only the 2/0 condition.
Statements were randomly selected without replacement.

Statements for each target were presented in separate blocks, with
the target order randomized across participants.
Test Phase. The test phase included measures of implicit and

explicit evaluation. Implicit evaluations were assessed using an IAT
in Experiments 1A and 1B and an EPT in Experiment 1C. Explicit
evaluations were measured via self-report items, including liking
ratings and semantic differential scales. In Experiments 1B and 1C,
participants first predicted their performance on the subsequent
implicit evaluation measure.
Prediction Item (Experiments 1B and 1C). The prediction

item was preceded by an introduction explaining the distinction
between implicit and explicit evaluations (referred to as “implicit
attitudes” and “explicit attitudes,” respectively). Explicit evalua-
tions were described as evaluations that “people express when they
are asked about them and have time to think about their response,”
whereas implicit evaluations were described as evaluations that
“reveal themselves in spontaneous reactions.” The introduction
also noted that implicit and explicit evaluations can diverge. This
introductory passage was adapted from Hahn et al. (2014) and
Morris and Kurdi (2023) and is available verbatim in online
materials.
After reading this information, participants completed a practice

prediction item in which they predicted their score on a hypothetical
flower–insect IAT (Experiment 1B) or EPT (Experiment 1C). The
practice item was followed by the critical prediction item, in which
participants predicted their implicit evaluations of the two targets
from the learning phase.
The format of the prediction item followed established practice

(Hahn et al., 2014; Morris & Kurdi, 2023). All five facial images of
each target were displayed in two separate rows at the top of the
screen, with assignment of targets to the top versus bottom row

randomized across participants. In Experiment 1B, the prediction
prompt read as follows:

Please look at these pictures. All pictures in the top row represent one
person and all pictures in the bottom row represent another person.
Listen to your gut reactions while you look at the pictures. What is your
implicit attitude toward these people?What will the IAT show? I predict
that the IAT comparing my gut reactions to the person shown in the top
row vs. the person shown in the bottom row will show that my implicit
attitude is …

In Experiment 1C, “IAT” was replaced with “EPT.”
Participants responded using a 101-point sliding scale with the

following evenly spaced verbal anchors: “A lot more positive toward
the person in the top row,” “Moderately more positive toward the
person in the top row,” “Slightly more positive toward the person in
the top row,” “Same,” “Slightly more positive toward the person in
the bottom row,” “Moderately more positive toward the person in the
bottom row,” and “A lot more positive toward the person in
the bottom row.” Prediction scores were coded such that, as with
the implicit and explicit evaluation measures described below,
positive values indicate a preference for the female over the male
target.

Implicit Evaluations. In Experiments 1A and 1B, implicit
evaluations of the target individuals were measured using an IAT.
The forward-facing image of each target served as category labels,
and the five facial images per target each served as category stimuli.
The attribute labels were Good and Bad. The attribute stimuli for
the former attribute included good, great, fantastic, pleasant,
and wonderful, and for the latter attribute included awful, bad,
unpleasant, terrible, and horrible.

The IAT consisted of five blocks: (a) category practice (male
target vs. female target; 20 trials), (b) attribute practice (pleasant vs.
unpleasant words; 20 trials), (c) first critical block (male target/good
vs. female target/bad or male target/bad vs. female target/good;
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Table 1
Overview of the Procedure of Experiments 1A–3C, Including Learning Tasks, andMeasures of Evaluation and Implicit Evaluation Prediction

Experiment
Time 1 evaluation

measure
Preexperience
prediction Learning task

Postexperience
prediction

Time 2 evaluation
measure

Experiment 1A × × Impression formation × IAT and self-report
Experiment 1B × × Impression formation ✓ IAT and self-report
Experiment 1C × × Impression formation ✓ EPT and self-report
Experiment 2A IAT and self-report × Impression formation ✓ IAT and self-report
Experiment 2B IAT and self-report × Impression formation ✓ IAT and self-report
Experiment 3A IAT and self-report × Attribute conditioning × IAT and self-report
No prediction
Experiment 3A ✓ Attribute conditioning ×
Preexperience prediction
Experiment 3B IAT and self-report × Attribute conditioning × IAT and self-report
No prediction
Experiment 3B ✓ ×
Preexperience prediction
Experiment 3B × ✓
Postexperience prediction
Experiment 3C IAT and self-report ✓ Attribute conditioning × IAT and self-report
Preexperience prediction Self Other
Experiment 3C × ✓
Postexperience prediction Self Other

Note. The order of implicit and explicit evaluation measures was randomized; in experiments with two measurements of evaluations, the order for each
participant was the same at Time 1 and Time 2. IAT = Implicit Association Test; EPT = evaluative priming task.
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40 trials), (d) reverse category practice (female target vs. male target;
20 trials), and (e) reverse critical block (male target/bad vs. female
target/good or male target/good vs. female target/bad, depending on
the order in the first combined block; 40 trials). The placement of
category and attribute labels to the left and right sides of the screen,
as well as the order of the two critical blocks, was randomized across
participants. Participants categorized stimuli using the “E” and
“I” keys and were required to correct errors before proceeding.
IAT D scores were calculated using the improved scoring

algorithm (Greenwald et al., 2003), such that positive values
indicate a preference for the female target over the male target.
In Experiment 1C, implicit evaluations were measured using an

EPT. The five facial images representing each target served as prime
stimuli. The target labels were Good and Bad. The stimuli for Good
included GOOD, GREAT, AMAZING, FANTASTIC, BRILLIANT,
WONDERFUL, SUPERB, ADMIRABLE, MAGNIFICENT, and
LOVELY. Target stimuli for Bad included BAD, UNPLEASANT,
NASTY, TERRIBLE, HORRIBLE, DREADFUL, AWFUL, GRIM,
ROTTEN, and LOUSY.
Each trial began with a fixation stimulus presented for 500 ms,

followed by a prime stimulus for 200 ms, a target stimulus for 200 ms,
and a noise mask displayed until a response was entered or the trial
timed out. Participants categorized stimuli using the “E” and “I” keys,
with the placement of target labels on the left and right sides of
the screen randomized between participants. Incorrect responses
triggered an error message displayed for 1,500 ms. To encourage quick
responding, a response deadline of 1,000 ms was imposed; failures to
respond within this deadline prompted a message encouraging faster
responding for 1,000 ms. The intertrial interval was 500 ms.
Participants first completed a practice block of eight trials (discarded
from data analysis), followed by an experimental block consisting of 25
trials for each prime–target combination, yielding a total of 100 trials.
EPT D scores were calculated using the scoring algorithm

described in Bar-Anan and Nosek (2014), such that positive values
indicate a preference for the female target over the male target.
Explicit Evaluations. For each target, participants completed

one liking item and five semantic differential items (good–bad,
pleasant–unpleasant, agreeable–disagreeable, caring–uncaring, and
cruel–kind). The order of target presentation was randomized.
Within each target, the liking item was always presented first,
followed by the five semantic differential items in randomized order.
Responses were recorded using 101-point sliding scales.
Responses to the male target (Cronbach’s αs = .94, .94, and .91)

and the female target (Cronbach’s αs = .91, .92, and .91) showed
high internal consistency and were therefore averaged to form
composite explicit evaluation scores. To parallel the IAT and EPTD
scores, the composite score for the male target was subtracted from
the composite score for the female target, such that positive values
indicate a preference for the female target over the male target.

Analytic Strategy

All analyses were conducted in the R statistical computing
environment (Version 4.4.1). In all regression models and plots,
continuous variables were standardized (scaled but not centered).
Therefore, regression coefficients are expressed in standard devi-
ation units, with zero corresponding to neutrality.
In each experiment, we used one-sample t tests to assess whether

we succeeded in inducing a dissociation between implicit and

explicit evaluations. Beginning with Experiment 1B, we also ad-
dressed the central question of predictive accuracy in two com-
plementary ways.

First, we used one-sample t tests against zero to assess whether
predictions were directionally accurate at the group level, that is,
whether participants, on average, correctly anticipated that implicit
evaluations would favor the immoral female target over the moral
male target, despite explicit evaluations favoring the moral male
target over the immoral female target. Crucially, group-level
accuracy is an extremely permissive test, given that it can arise even
in the complete absence of accuracy at the individual level. Even if
every participant mispredicted their own implicit preference, these
errors could cancel out in the aggregate and yield an accurate mean
despite zero individual-level accuracy. If participants fail to meet
even this minimal bar, it would pose a serious challenge to the view
that the mental contents underlying implicit evaluations are intro-
spectively accessible.

Beyond the relatively permissive group-level analyses, we also
took the more conservative approach of examining predictive
accuracy at the individual level. We first followed prior work by
regressing implicit evaluations on (a) the prediction item alone and
(b) both the prediction item and explicit evaluations simultaneously.
However, as previously discussed, this analytic approach can yield
inflated estimates of the unique association between predictions and
implicit evaluations unless two highly implausible conditions aremet:
error-free measurement and low collinearity (see the Past Attempts to
Adjudicate Between Introspection andNonintrospectiveMechanisms
section). We therefore supplemented these models with a more
stringent individual-level analysis.

As preregistered, we created a binary indicator for each partic-
ipant capturing whether they exhibited the expected directional
dissociation between implicit and explicit evaluations4: implicit
evaluations favoring the immoral female target alongside explicit
evaluations favoring the moral male target.5 This dissociation
occurred for 50.7% of participants in Experiment 1B (n = 484) and
44.8% in Experiment 1C (n = 372). We then regressed implicit
evaluations on the interaction between the prediction item and this
dissociation indicator. If predictions reflect introspective awareness,
participants should exhibit substantial accuracy regardless of
whether implicit and explicit evaluations align. Conversely, if
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4 A small proportion of participants—ranging from 2.6% in Experiment
1B to 11.5% in Experiment 3B—showed the reverse of the theoretically
expected dissociation. As preregistered, these participants were classified as
exhibiting alignment between their explicit and implicit evaluations.
Reclassifying these participants as exhibiting a dissociation yields largely
identical statistical inferences to those reported in the main text. Two ex-
ceptions arise in Experiments 3B and 3C. Under the alternative coding
scheme, the relationship between the prediction item and implicit evaluations
becomes significantly positive in the aligned group and significantly negative
in the dissociated group. Therefore, adopting the alternative classification
strengthens rather than weakens the central conclusions of the article. Full
details of these alternative analyses are reported in the online Supplemental
Material.

5 This analysis hinges on the assumption that the 0 point of the IAT
corresponds to evaluative neutrality—an assumption that has been ques-
tioned in prior work (Blanton et al., 2015). However, meta-analytic evidence
spanning dozens of studies indicates that the IAT’s 0 point is meaningful and
corresponds to neutrality (Cvencek et al., 2021). Importantly, later experi-
ments do not rely on this assumption at all: Participants were asked to predict
the direction of change in their implicit evaluations, rather than which target
they implicitly preferred.
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predictions reflect a nonintrospective strategy—treating explicit
evaluations as proxies for implicit ones—accuracy should decrease
substantially, or even disappear entirely, when implicit and explicit
evaluations dissociate.
A remaining limitation is that predictive accuracymay be obscured

by measurement error. Any variance in participants’ responses that is
unrelated to their true predictions—such as differences in how
response scales are used and interpreted—will attenuate associations
between predicted and actual implicit evaluations. To address this
limitation, we conducted a complementary, less error-sensitive
analysis focused on directional accuracy. We created a binary
indicator of whether each participant correctly anticipated which
target they would implicitly prefer, regardless of magnitude. We then
used z tests for proportions to compare directional accuracy against
chance, separately for participants with and without an implicit–
explicit dissociation. Because measurement error is more likely to
obscure the magnitude of a prediction than to reverse its direction,
poor performance on this measure would be difficult to attribute to
noise alone.6

Participants

Participants were 1,017 adult volunteers in Experiment 1A, 983
adult volunteers in Experiment 1B, and 1,185 adult volunteers in
Experiment 1C. Participants were recruited from the Project Implicit
educational website (https://implicit.harvard.edu/). In line with both
standard practice (Bar-Anan & Nosek, 2014; Greenwald et al.,
2003) and the preregistration, we excluded participants from all
analyses if they (a) did not complete the IAT (Experiment 1A: n =
28; Experiment 1B: n = 13) or the EPT (Experiment 1C: n = 111),
(b) had response latencies of 300 ms or lower on at least 10% of IAT
trials (Experiment 1A: n = 7; Experiment 1B: n = 8), or (c) pressed
the wrong response key on at least 40% of EPT trials (Experiment
1C: n= 235). These exclusions left a final sample of 982 participants
in Experiment 1A, 962 participants in Experiment 1B, and 839
participants in Experiment 1C. For theoretical reasons described
above, only female participants were recruited for these experi-
ments. Further demographic information for these and all remaining
experiments is available in the online Supplemental Material.

Results

Experiment 1A

The results of Experiment 1A are shown in Figure 1. Replicating
Navon and Bar-Anan (2025), participants implicitly preferred the
female over the male target both overall (M = 0.14, SD = 0.41),
t(981) = 10.69, p < .001, BF10 = 9.50 × 1021, Cohen’s d = 0.34,
and in each condition separately. The magnitude of this implicit
preference varied significantly by condition, F(4, 977) = 11.18, p <
.001, BF10 = 8.70 × 105, η2 = .04: The 5/0 and 10/0 conditions
produced significantly weaker implicit preferences than the three
other conditions (ps ≤ .003), which did not differ significantly from
one another.
Also in line with Navon and Bar-Anan (2025), explicit evalua-

tions followed the opposite pattern, favoring the male over the
female target overall (M = −36.86, SD = 31.29), t(960) = −36.52,
p < .001, BF10 = 5.26 × 10179, Cohen’s d = −1.18. This explicit
preference emerged in every condition but varied significantly in

magnitude across conditions, F(4, 956) = 48.28, p < .001, BF10 =
5.92 × 1033, η2 = .17. Follow-up analyses revealed significant
differences among all conditions except the 8/2 and 2/0 conditions,
with the strongest explicit preferences observed in the 10/0 con-
dition, followed by the 5/0, 8/2, 2/0, and 4/1 conditions.

In sum, Experiment 1A produced a robust dissociation between
implicit and explicit evaluations: Implicit evaluations favored the
female target over the male target, whereas explicit evaluations
showed the opposite pattern. Because the 2/0 condition yielded the
largest numerical dissociation while also being the least demanding
for participants to complete, we retained only this condition for
Experiments 1B–1C and 2A–2B.

Experiment 1B

The mean-level results of Experiment 1B are shown in Figure 2
(left panel). Replicating Experiment 1A, we observed a clear dis-
sociation: Participants implicitly preferred the female target (M =
0.19, SD = 0.40), t(961) = 14.93, p < .001, BF10 = 9.83 × 1041,
Cohen’s d = 0.48, while explicitly preferring the male target
(M =−21.72, SD= 29.02), t(948)=−23.06, p< .001, BF10= 9.84×
1089, Cohen’s d = −0.75.

Critically, group-level predictions tracked explicit rather than
implicit evaluations (M =−8.80, SD = 23.96), t(959) =−11.38, p<
.001, BF10 = 7.51 × 1024, Cohen’s d = −0.37. On average, par-
ticipants predicted an implicit preference for the male target, when in
fact, their implicit evaluations favored the female target.

We next examined predictive accuracy at the individual level.
Following prior work, we first regressed implicit evaluations on
predictions alone and then adjusted for explicit evaluations.
Predictions showed a significant but small relationship with implicit
evaluations, β = .28, 95% CI [0.22, 0.35], t(958) = 9.17, p < .001,
BF10 = 1.41 × 1016. This relationship remained significant after
adding explicit evaluations to the model, β = .19, 95% CI [0.12,
0.26], t(945) = 5.32, p < .001. Explicit evaluations also indepen-
dently predicted implicit evaluations, β = .20, 95% CI [0.13, 0.27],
t(945) = 5.72, p < .001, BF+ = 7.01 × 105. Although these results
might suggest some predictive accuracy, they are subject to the
limitations described earlier.

We therefore applied the more stringent interaction test. The
interaction between the dissociation indicator and the prediction item
was significant, F(1, 950) = 65.56, p < .001, BF+ = 9.96 × 1078,
partial η2 = .06, indicating that predictive accuracy differed de-
pending on whether implicit and explicit evaluations were aligned or
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6 Relevant prior studies have addressed concerns about measurement error
by including multiple attitude targets—typically five—and correlating
predicted and actual implicit evaluations within participants (e.g., Hahn et al.,
2014; Morris & Kurdi, 2023). This within-participant correlation approach
effectively removes between-person sources of noise that could otherwise
obscure predictive accuracy. However, it does not address within-person
noise, which can still substantially attenuate associations. By contrast, the
directional-accuracy analyses used here mitigate noise at both the between-
and within-participant levels. Moreover, adopting a within-participant
correlation approach would have been infeasible. The logic of this design
rests on inducing an implicit–explicit dissociation for each target pair, so the
length and cognitive burden of the procedure would increase rapidly with
each additional attitude target. Thus, although the present analytic strategy
differs from that used in prior work, it serves the same function of minimizing
the influence of measurement error on estimates of predictive accuracy, while
doing so in a manner that is less burdensome for participants and simul-
taneously robust to both between- and within-participant noise.
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dissociated (see the right panel of Figure 2). Predictions strongly
tracked implicit evaluations among participants in the aligned
group, β = .52, 95% CI [0.44, 0.59], but only weakly among
participants in the dissociated group, β = .11, 95% CI [0.03, 0.18].
Thus, individual-level accuracy was driven primarily by participants
whose evaluations aligned; for dissociated participants, the rela-
tionship between predictions and implicit evaluations was small,
albeit statistically significant.
Finally, we examined directional accuracy. Among dissociated

participants, directional accuracy was 40.5%, 95% CI [36.0%, 45.0%];
this value is significantly below chance, z = −4.18, p < .001. By
contrast, accuracy among aligned participants was 76.8%, 95% CI
[72.3%, 81.3%]; this value is significantly above chance, z= 11.62, p<
.001. These rates differed significantly from each other, χ2(1)= 127.92,
p < .001, φ = .37, revealing that participants correctly anticipated the
direction of their implicit evaluations at an above-chance level only
when their explicit evaluations pointed in the same direction.

Experiment 1C

Mean-level results of Experiment 1C are shown in Figure 3 (left
panel). Once again, participants implicitly preferred the female

target (M = 0.22, SD = 0.56), t(838) = 11.55, p < .001, BF10 =
2.33 × 1025, Cohen’s d = 0.40, while explicitly preferring the male
target (M=−22.47, SD= 33.84), t(824)=−19.07, p< .001, BF10=
6.54 × 1063, Cohen’s d = −0.66.

Unlike in Experiment 1B, group-level predictions tracked implicit
rather than explicit evaluations (M = 7.22, SD = 26.83), t(835) =
7.78, p < .001, BF10 = 1.78 × 1011, Cohen’s d = 0.27, providing
some initial evidence for group-level predictive accuracy.

At the individual level, predictions were modestly related to
implicit evaluations, β= .17, 95%CI [0.10, 0.24], t(834)= 4.92, p<
.001, BF10= 9.56 × 103. This relationship remained significant after
adjusting for explicit evaluations, β = .11, 95% CI [0.04, 0.18],
t(819) = 3.02, p = .003. Explicit evaluations also independently
predicted implicit evaluations, β = .16, 95% CI [0.09, 0.23], t(819) =
4.34, p < .001, BF+ = 991.92. As in Experiment 1B, these results are
consistent with some predictive accuracy but remain subject to the
same limitations.

Crucially, the interaction between the dissociation indicator and
the prediction item was again significant, F(1, 823) = 24.69, p <
.001, BF+ = 9.11 × 1046, partial η2 = .03 (Figure 3, right panel).
Among participants whose implicit and explicit evaluations
aligned, predictions showed a moderate association with implicit
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Figure 1
Implicit Evaluations (Top Panel) and Explicit Evaluations (Bottom Panel; Experiment 1A)

Note. The figure shows the implicit and explicit evaluations by statement condition (Experiment 1A). Both variables were standardized (scaled
without centering) for comparability. Positive scores reflect preference for the immoral female target over the moral male target; negative scores
reflect the opposite preference for the moral male target over the immoral female target; zero corresponds to neutrality. Dots show condition
means, and error bars show the 95% confidence intervals. Distributions are displayed using bean plots. See the online article for the color version
of this figure.
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evaluations, β = .34, 95% CI [0.26, 0.42]. By contrast, among
participants whose evaluations dissociated, the association was
small and nonsignificant, β = .04, 95% CI [−0.06, 0.13]. Thus, as
in Experiment 1B, predictive accuracy appears to be driven pri-
marily by participants whose implicit and explicit evaluations were
aligned.
In the analysis of directional accuracy, dissociated participants

achieved a rate of 65.5%, 95% CI [60.4%, 70.6%], which was
significantly above chance, z = 5.97, p < .001. Aligned participants
also performed above chance at 57.0%, 95%CI [52.4%, 61.6%], z=
3.00, p = .003. Unexpectedly, accuracy was significantly higher
among dissociated than aligned participants, χ2(1) = 5.82, p = .016,
φ=−.09. Given the small magnitude of this effect and its absence in
any of the other experiments, we refrain from offering a substantive
interpretation of this specific reversal.

Discussion

In Experiment 1A, we used the paradigm developed by Navon
and Bar-Anan (2025) to induce a dissociation between implicit and
explicit evaluations. In Experiments 1B and 1C, we leveraged this
dissociation to investigate whether participants could accurately

predict their implicit evaluations of novel targets when explicit
evaluations could not serve as a reliable guide.

Experiment 1B provided little evidence for predictive accuracy.
At the group level, predictions went in the wrong direction:
Participants forecasted an implicit preference for the target they
explicitly preferred rather than the one they implicitly preferred. At
the individual level, the association between predictions and implicit
evaluations was driven almost entirely by participants whose
implicit and explicit evaluations aligned. Those whose evaluations
dissociated showed a small—though statistically significant—
relationship between predictions and implicit evaluations when
analyzed continuously, but systematically mispredicted the direc-
tion of those evaluations.

The results of Experiment 1C were more nuanced. While pre-
dictions were directionally accurate at both the group and individual
levels—even among dissociated participants—the continuous
analyses told a different story. They indicated that individual-level
accuracy was fully accounted for by participants whose implicit and
explicit evaluations aligned and who could therefore plausibly use
the latter to predict the former. Among participants exhibiting a
dissociation, continuous predictive accuracy did not differ signifi-
cantly from zero.
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Figure 2
Distribution of Implicit Evaluations, Explicit Evaluations, and Implicit Evaluation Predictions (Left Panel), and Relationship Between
Predicted and Actual Implicit Evaluations (Right Panel; Experiment 1B)

Note. Left panel: Implicit evaluations, explicit evaluations, and implicit evaluation predictions (Experiment 1B). All variables were standardized for
comparability. Positive scores reflect preference for the immoral female target over themoral male target; negative scores reflect the opposite preference for the
moral male target over the immoral female target; zero corresponds to neutrality. Dots show condition means, and error bars show the 95% confidence
intervals. Distributions are displayed using bean plots. Right panel: Relationship between predicted and actual implicit evaluations at the individual level
(Experiment 1B). Green circles show participants for whom implicit and explicit evaluations were aligned; orange diamonds show participants for whom
implicit and explicit evaluations were dissociated in the expected direction, with the former showing a preference for the immoral female target and the latter
for the moral male target. See the online article for the color version of this figure.
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In summary, predictive accuracy was substantially reduced,
and often eliminated, under conditions that limit nonintrospective
routes to success. A plausible explanation for this pattern is
that, at least under the conditions of the present experiments,
people lack introspective access to the mental contents underlying
their implicit evaluations. On this view, predictions of implicit
evaluations reflect nonintrospective guesswork, including the
heuristic assumption that implicit evaluations will mirror
explicit ones.

Experiments 2A and 2B

A limitation of Experiments 1B–1C is that they assess parti-
cipants’ ability to predict the absolute levels of their implicit
evaluations—a task arguably more difficult than predicting the
direction and magnitude of change. Even with introspective access,
one could still fail to translate internal experience into an accurate
absolute rating. To address this limitation, Experiments 2A–2B
used a within-participant design. While otherwise maintaining the
same paradigm from the earlier studies, this design allowed us to
probe whether participants can accurately predict the direction and
magnitude of change in their implicit evaluations rather than their
absolute level.

Method

Procedure and Measures

As in Experiments 1A–1C, we measured implicit and explicit
evaluations of an immoral female target and a moral male target.
However, unlike those between-participant experiments, evaluations
were assessed at two time points: before and after participants learned
both the targets’ gender and the behavioral information. This within-
participant design allowed us to examine whether participants could
anticipate how their own implicit evaluations would change once the
targets were revealed to be an immoral woman and a moral man.

Both experiments consisted of three phrases: (a) a Time 1 test
phase administered prior to learning, during which the targets’
gender was obscured; (b) a learning phase in which both gender and
behavioral information were revealed; and (c) a Time 2 test phase.
Participants were asked to predict how their implicit evaluations
would change from Time 1 to Time 2, allowing predictive accuracy
to be assessed in terms of within-person change rather than between-
person differences.

In both test phases, implicit evaluations were measured using an
IAT, and explicit evaluations were measured using the same self-
report items as in Experiments 1A–1C. The order of the implicit and
explicit evaluation measures, the self-report items, and the critical
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Figure 3
Distribution of Implicit Evaluations, Explicit Evaluations, and Implicit Evaluation Predictions (Left Panel), and Relationship Between
Predicted and Actual Implicit Evaluations (Right Panel; Experiment 1C)

Note. Left panel: Implicit evaluations, explicit evaluations, and implicit evaluation predictions (Experiment 1C). All variables were standardized for
comparability. Positive scores reflect preference for the immoral female target over themoral male target; negative scores reflect the opposite preference for the
moral male target over the immoral female target; zero corresponds to neutrality. Dots show condition means, and error bars show the 95% confidence
intervals. Distributions are displayed using bean plots. Right panel: Relationship between predicted and actual implicit evaluations at the individual level
(Experiment 1C). Green circles show participants for whom implicit and explicit evaluations were aligned; orange diamonds show participants for whom
implicit and explicit evaluations were dissociated in the expected direction, with the former showing a preference for the immoral female target and the latter
for the moral male target. See the online article for the color version of this figure.
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IAT blocks were randomized between participants but kept consistent
across the Time 1 and Time 2 test phases. As in Experiments 1A–1C,
the explicit evaluation items showed high internal consistency at both
Time 1 (Cronbach’s αs= .92 and .92 for the female target and .93 and
.92 for the male target) and Time 2 (Cronbach’s αs = .95 and .93 for
the female target and .95 and .94 for the male target) and were
therefore averaged to form composite indices.
Time 1 Test Phase. The goal of the Time 1 test phase was to

assess implicit and explicit evaluations of the targets prior to the
provision of information about their behavior and gender. Because
gender information is conveyed by facial features, participants were
shown “blurred” versions of the targets during this phase. As a cover
story, participants were told that the experiment examined the ef-
fects of perceptual clarity on impression formation. From the
participants’ perspective, their task was to evaluate the same two
individuals both before and after receiving information about their
past behavior and seeing what they actually looked like.
In this phase, each target was represented by five distinct noise

patterns, randomly selected without replacement from a set of 10. To
distinguish the targets, each set was assigned a specific background
color, with colors randomly selected without replacement from a set
of five. For example, one target might be represented by five purple
noise patterns, whereas the other might be represented by five orange
noise patterns. These noise patterns served as the category stimuli for
the Time 1 IAT.
Learning Phase. At the start of the learning phase, the targets’

gender was revealed by presenting participants with “unblurred”
versions of the facial images. In Experiment 2A, these were the same
facial images used in Experiments 1A–1C, with onemodification: The
backgrounds were altered to match the identifying colors from the
Time 1 test phase. For example, if the female target had previously
been represented by five purple noise patterns, each of her facial
images appeared against a purple background. The remainder of the
learning phase proceeded identically to Experiments 1B and 1C.
In Experiment 2B, the targets were represented using AI-gen-

erated facial images designed to be maximally gender-typical, with
the aim of strengthening the gender information. As in Experiment
2A, the backgrounds of these images matched the identifying colors
from the Time 1 test phase.
Time 2 Test Phase. The Time 2 test phase began with an

implicit evaluation prediction item. This item was similar to the one
used in Experiments 1B and 1C, but referred to change in implicit
evaluations rather than their absolute level. Specifically, participants
were instructed as follows:

Please look at these pictures. All pictures in the top row represent one
person and all pictures in the bottom row represent another person. You
have just learned new information about both individuals. Listen to your
gut reactions while you look at the pictures. How has your recent
experience changed your implicit attitudes toward the two people?
What will the IAT show?

The images shown were the same unblurred facial images pre-
sented during the learning phase. Following the prediction item,
participants completed the IAT and explicit evaluation measure.7

Analytic Strategy

Because the predictions targeted changes, all analyses used
change scores. Specifically, Time 1 implicit evaluation scores were

subtracted from Time 2 implicit evaluation scores, and Time 1
explicit evaluation scores were subtracted from Time 2 explicit
evaluation scores in all analyses reported below. The intended
dissociation consisted of a shift in implicit evaluations in favor of the
immoral female target alongside a shift in explicit evaluations in
favor of the moral male target. This pattern was observed among
31.7% of participants in Experiment 2A (n = 147) and 41.0% in
Experiment 2B (n = 187).

Participants

Participants were 526 adult volunteers in Experiment 2A and 534
adult volunteers in Experiment 2B. Participants were recruited from
Project Implicit. In line with standard practice and the preregis-
tration, we excluded participants from analyses if they (a) did not
complete both IATs (Experiment 2A: n = 35; Experiment 2B: n =
41) or (b) had response latencies of 300 ms or lower on at least
10% of IAT trials on either IAT, indicating inattention (Experiment
2A: n = 17; Experiment 2B: n = 14). These exclusions left 474
participants in the final sample of Experiment 2A and 479 parti-
cipants in the final sample of Experiment 2B. As in Experiments
1A–1C, only female participants were recruited.

Results

Experiment 2A

The mean-level results of Experiment 2A are shown in Figure 4
(left panel). On average, implicit evaluations shifted nonsignifi-
cantly in favor of the female target, t(473) = 1.62, p = .105, BF01 =
5.25, Cohen’s d = 0.07. By contrast, explicit evaluations shifted
significantly in favor of the male target (M = −21.24, SD = 40.13),
t(452) = −11.27, p < .001, BF10 = 7.43 × 1022, Cohen’s d = −0.53.

At the group level, participantsmispredicted the direction of implicit
evaluation change. They anticipated a shift in favor of the male target
(M = −17.81, SD = 25.28), t(473) =−15.34, p < .001, BF10 = 9.91 ×
1039, Cohen’s d = −0.70, erroneously expecting their implicit eva-
luations to mirror the shift in their explicit evaluations.

At the individual level, there was a small but significant rela-
tionship between predicted and actual implicit evaluation change, β=
.19, 95% CI [0.10, 0.28], t(472) = 4.13, p < .001, BF10 = 349.80.
However, this relationship became nonsignificant once changes in
explicit evaluations were added to the model, β = .08, 95% CI
[−0.02, 0.17], t(450) = 1.52, p = .129, whereas explicit evaluation
change remained a significant predictor, β = .27, 95% CI [0.17,
0.37], t(450) = 5.40, p < .001, BF+ = 1.25 × 105. This pattern
suggests that the predictive accuracy observed in the bivariate
analysis was largely—if not entirely—driven by shared variance
with explicit evaluations.
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7 Although participants were informed that they were evaluating the same
individuals in both test phases, a reviewer suggested that they might perceive
the targets as fundamentally different once their faces and behaviors are
revealed. Even if this is the case, it does not alter the theoretical implications
of the results. The purpose of this design is to shift from assessing predictive
accuracy in absolute terms—which is inherently difficult—to predictive
accuracy in relative terms. Whether this relative assessment concerns a
change over time (e.g., predicting how much a room has warmed) or a
difference between stimuli (e.g., predicting the temperature difference
between two rooms), the underlying logic is the same: Both approaches
circumvent the difficulty of absolute scaling to test for predictive accuracy.
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Consistent with this interpretation, the interaction between the
dissociation indicator and the prediction item was significant, F(1,
460) = 10.48, p = .001, BF+ = 2.60 × 1036, partial η2 = .02 (see the
right panel of Figure 4). Among participants whose implicit and
explicit evaluations shifted in the same direction, predictions were
moderately related to implicit evaluations, β = .32, 95% CI [0.23,
0.41]. By contrast, among participants who exhibited a dissociation,
this relationship was diminishingly small and nonsignificant, β =
.05, 95% CI [−0.09, 0.19].
Individual-level analyses of directional accuracy revealed

that dissociated participants had a below-chance accuracy rate of
23.1%, 95% CI [15.0%, 31.2%], z = −6.52, p < .001. That is, these
participants systematically expected their implicit evaluations to
shift in the wrong direction. In contrast, aligned participants had
an above-chance accuracy rate of 75.7%, 95% CI [70.2%, 81.2%],
z = 9.15, p < .001. These rates differed significantly from each
other, χ2(1) = 112.66, p < .001, φ = .50.
Together, these results indicate that successful prediction

occurred primarily when participants could rely on explicit eva-
luations to guide nonintrospective guesswork. They also help rule
out the possibility that low predictive accuracy merely reflects the
inherent challenge of translating internal experience into absolute

ratings. Despite simplifying the task to a relative prediction of
change, accuracy remained elusive; dissociated participants sys-
tematically mispredicted even the direction in which their implicit
evaluations would shift.

Experiment 2B

The mean-level results of Experiment 2B are shown in Figure 5
(left panel). Implicit evaluations shifted in favor of the female
target (M = 0.11, SD = 0.53), t(478) = 4.35, p < .001, BF10 =
520.39, Cohen’s d = 0.20. Unlike in Experiment 2A, this shift was
significant, likely due to the more powerful manipulation of
gender typically in the facial images. Explicit evaluations shifted
significantly in the opposite direction, in favor of the male target
(M = −36.45, SD = 42.16), t(448) = −18.32, p < .001, BF10 =
6.89 × 1052, Cohen’s d = −0.86.

At the group level, participants once again mispredicted the
direction of implicit evaluation change, anticipating a shift in favor
of the male target (M = −17.89, SD = 26.47), t(478) = −14.79, p <
.001, BF10 = 4.16 × 1037, Cohen’s d = −0.68.

At the individual level, predictions showed a small but sig-
nificant relationship with implicit evaluation change, β = .17,
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Figure 4
Distribution of Implicit Evaluations, Explicit Evaluations, and Implicit Evaluation Predictions (Left Panel), and Relationship Between
Predicted and Actual Implicit Evaluations (Right Panel; Experiment 2A)

Note. Left panel: Implicit evaluations, explicit evaluations, and implicit evaluation predictions (Experiment 2A). All variables were standardized for
comparability. Positive scores reflect preference for the immoral female target over the moral male target, adjusting for Time 1 scores; negative scores
reflect the opposite preference for the moral male target over the immoral female target, adjusting for Time 1 scores; zero corresponds to no difference
between Time 1 and Time 2 scores. Dots show condition means, and error bars show the 95% confidence intervals. Distributions are displayed using bean
plots. Right panel: Relationship between predicted and actual implicit evaluation change at the individual level (Experiment 2A). Green circles show
participants for whom implicit and explicit evaluations were aligned; orange diamonds show participants for whom implicit and explicit evaluations were
dissociated in the expected direction, with the former showing a preference for the immoral female target and the latter for the moral male target. See the
online article for the color version of this figure.
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95% CI [0.09, 0.26], t(477) = 3.86, p < .001, BF10 = 128.66. This
relationship remained significant after adding explicit evaluation
change to the model, β = .12, 95% CI [0.02, 0.22], t(446) =
2.39, p = .017, with explicit evaluation change also producing a
significant effect, β = .16, 95% CI [0.07, 0.26], t(446) = 3.28, p =
.001, BF+ = 24.96.
However, the effect of predictions was again qualified by a

significant interaction with the dissociation indicator, F(1, 452) =
11.37, p < .001, BF+ = 1.86 × 1050, partial η2 = .02 (Figure 5, right
panel). Among aligned participants, the relationship between pre-
dictions and implicit evaluation change was significant, β = .31,
95% CI [0.22, 0.40]. By contrast, among dissociated participants,
this relationship was small and nonsignificant, β = .07, 95% CI
[−0.05, 0.18]. These results further suggest that predictive accuracy
is driven by participants who can use their explicit evaluations to
infer their implicit evaluations.
This conclusion was reinforced by individual-level analyses of

directional accuracy. Dissociated participants had a below-chance
accuracy rate of 24.1%, 95% CI [16.9%, 31.2%], z = −7.09, p <
.001, whereas aligned participants had an above-chance accuracy
rate of 78.4%, 95% CI [72.4%, 84.4%], z = 9.33, p < .001. These
rates differed significantly from each other, χ2(1) = 130.26, p <
.001, φ = .54.

Discussion

Unlike Experiments 1A–1C, which assessed participants’ ability
to predict their implicit evaluations in absolute terms, Experiments
2A and 2B assigned participants the simpler task of predicting how
their implicit evaluations would change. Yet even here, accuracy
vanished when explicit evaluations could not serve as a reliable
guide. On average, predictions went in precisely the wrong direction
at both the group and individual levels. These findings are open to
multiple interpretations, including that implicit evaluations are
introspectively inaccessible, at least under the conditions of the
present experiments.

Experiments 3A–3C

Experiments 3A–3C serve two primary aims. First, they test the
generalizability of the findings from the prior experiments by using a
different procedure to induce dissociations between implicit and
explicit evaluations of novel targets. Specifically, these experiments
employ an attribute conditioning procedure in which one novel
group is repeatedly paired with the attribute “privileged” and
another with the attribute “oppressed.” Prior work using this par-
adigm shows that participants typically develop an implicit
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Figure 5
Distribution of Implicit Evaluations, Explicit Evaluations, and Implicit Evaluation Predictions (Left Panel), and Relationship Between
Predicted and Actual Implicit Evaluations (Right Panel; Experiment 2B)

Note. Left panel: Implicit evaluations, explicit evaluations, and implicit evaluation predictions (Experiment 2B). All variables were standardized for
comparability. Positive scores reflect preference for the immoral female target over the moral male target, adjusting for Time 1 scores; negative scores reflect the
opposite preference for the moral male target over the immoral female target, adjusting for Time 1 scores; zero corresponds to no difference between Time 1 and
Time 2 scores. Dots show condition means, and error bars show the 95% confidence intervals. Distributions are displayed using bean plots. Right panel:
Relationship between predicted and actual implicit evaluation change at the individual level (Experiment 2B). Green circles show participants for whom implicit
and explicit evaluations were aligned; orange diamonds show participants for whom implicit and explicit evaluations were dissociated in the expected direction,
with the former showing a preference for the immoral female target and the latter for themoral male target. See the online article for the color version of this figure.
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preference for the privileged group alongside an explicit preference
for the oppressed group (Kurdi, Krosch, & Ferguson, 2023).
Second, Experiments 3A–3C address a nonintrospective route to

predictive accuracy not accounted for by earlier studies. Experiments
1A–2Bwere designed to prevent participants from using their explicit
evaluations as a proxy for their implicit ones. However, they ignored
the possibility that participants could rely on general beliefs about
how implicit evaluations respond to experimental manipulations.
For example, in the attribute conditioning paradigm used here,
participants may hold accurate beliefs about how repeated pairings
shape implicit evaluations. Such beliefs could inform accurate
predictions in the absence of introspective access to the mental
contents underlying implicit evaluations (Nisbett & Wilson, 1977).
Accordingly, Experiments 3A–3C test not only whether predictive
accuracy persists when explicit evaluations are uninformative but
also whether any remaining accuracy can be attributed to general
beliefs about the effects of the experimental manipulation rather
than introspection.
The attribute conditioning paradigm is particularly well suited

to this goal. Unlike the impression formation paradigm used in
Experiments 1B–2B, it can be clearly described to participants
without requiring them to undergo the induction itself. We leverage
this feature by including “preexperience” conditions, in which par-
ticipants predict their implicit evaluations based solely on an abstract
verbal description of the manipulation, without experiencing it. These
conditions are contrasted with “postexperience” conditions, in which
participants predict their implicit evaluations after the conditioning
procedure has been completed. If predictive accuracy reflects
introspective access to the mental contents underlying one’s own
implicit evaluations, accuracy should be higher in the postexperience
condition than in the preexperience condition. If, instead, predictions
are primarily driven by lay theories about the effects of conditioning,
accuracy should not differ across the two conditions.

Method

Procedure and Measures

Like Experiments 2A and 2B, Experiments 3A–3C employed a
Time 1 test phase, followed by a learning phase, and then a Time 2
test phase. In the learning phase, participants completed the attribute
conditioning procedure. In both test phases, participants completed
measures of implicit evaluation (an IAT) and explicit evaluation.
The order of the implicit and explicit evaluation measures, as well as
the self-report items indexing explicit evaluations, was randomized
between participants.
Experiment 3A was a pretest with three aims: (a) to verify that the

conditioning procedure dissociates implicit and explicit evaluations,
(b) to ensure that the preexperience prediction instructions were
understandable to participants, and (c) to test whether making
predictions prior to the conditioning procedure alters the implicit or
explicit evaluations that subsequently form. To accomplish these
aims, Experiment 3A included two between-participant conditions:
a no prediction condition (n = 228), in which participants made no
predictions, and a preexperience condition, in which participants
predicted their implicit evaluations at the start of the Time 1 test
phase (n = 235). Comparing these conditions allowed us to assess
whether the act of prediction itself systematically influences later
implicit or explicit evaluations. Examining the preexperience

predictions also provided an initial test of whether any predictive
accuracy could plausibly derive from lay theories about the
experimental procedure alone.

Experiment 3B provided the first critical test of predictive
accuracy and of whether accuracy differs for preexperience versus
postexperience predictions. This experiment included three between-
participant conditions: a no prediction condition (n = 314), a pre-
experience condition identical to that used in Experiment 3A (n =
311), and a newly added postexperience condition (n = 303), in
which participants predicted their implicit evaluations at the start of
the Time 2 test phase (as in Experiments 1B–2B).

In the no prediction condition, participants were asked to guess
their score on the second IAT after completing it. We refer to
these judgments as postdictions, rather than predictions, because
they may draw not only on lay theories and introspection but
also on participants’ experience of completing the IAT itself.
These postdictions were analyzed for exploratory purposes, as a
test of whether completing the IAT can contribute to predictive
accuracy.

Experiment 3C served as a direct replication of the key pre- and
postexperience conditions of Experiment 3B. It additionally tested
whether limited predictive accuracy could be attributed to self-
presentation concerns (see Goedderz & Hahn, 2025). Participants
may be reluctant to predict implicit evaluations that appear socially
undesirable, such as those favoring an immoral ingroup member
(Experiments 1B–2B) or a privileged social group (Experiments
3A–3C).

To address this possibility, Experiment 3C independently
manipulated whether participants made predictions for themselves or
for people in general. If participants can accurately predict their
implicit evaluations but distort their predictions due to self-presen-
tation concerns, predictive accuracy should be higherwhen predicting
for others than for oneself (Fiske et al., 2002; Lusk&Norwood, 2010;
Widmar et al., 2016; Ziano et al., 2021). Conversely, if predictive
accuracy remains equally limited in both cases, this pattern would
undermine self-presentation explanations.

Crossing prediction timing (pre- vs. postexperience) with pre-
diction target (self vs. other) yielded four between-participant
conditions: (a) preexperience/self (n = 412), (b) postexperience/self
(n= 423), (c) preexperience/other (n= 407), and (d) postexperience/
other (n = 425).

Learning Phase. The learning phase in all three experiments
consisted of an attribute conditioning task (Kurdi, Krosch, &
Ferguson, 2023). On each trial, participants saw a statement of the
form “X is a,” where X corresponded to a social group exemplar
and a to an attribute word (e.g., “Ibbonif is oppressed”). Two
novel social groups—Niffians and Laapians—were selected to
serve as targets. Members of one group were paired exclusively
with privileged attribute words, whereas members of the other
group were paired exclusively with oppressed attribute words.

After reading each statement, participants advanced to the next
statement by pressing the space bar. Group exemplars and attribute
words were selected randomly without replacement until the full set
was exhausted, after which sampling resumed. Participants read a
total of 15 statements about each group, with statements about the
two groups randomly intermixed.

Implicit Evaluations. In all three experiments, implicit eva-
luations were assessed using an IAT that followed the same basic
procedure as in Experiments 1A–2B. The only difference was that
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the two group labels served as category labels and group member
names served as category stimuli. To reduce irrelevant sources of
variability, the order of the critical blocks was fixed such that the
congruent block was always administered first and the incongruent
block second. IAT performance was scored such that positive D
scores indicated an implicit preference for the privileged over the
oppressed group.
Explicit Evaluations. Explicit evaluations were measured

using a feeling thermometer for each group. Participants reported
how coldly or warmly they felt toward each group using a 101-point
sliding scale, with endpoints labeled extremely coldly and extremely
warmly and a midpoint labeled neither coldly nor warmly. The
feeling thermometer score for the oppressed group was subtracted
from the score of the privileged group to create a difference score
paralleling the IAT D score.
Prediction Item. In the postexperience/self condition, the

prediction item read as follows:

In the experience you have just had, members of one group were
repeatedly paired with words related to privilege (such as “privileged,”
“dominant,” “mighty,” and “powerful”) and members of a different
group were repeatedly paired with words related to oppression (such as
“oppressed,” “victimized,” “mistreated,” and “brutalized”). Listen to
your intuition as you consider this situation. What will your implicit
attitude be toward these categories after this experience?What will your
IAT show?

In the preexperience conditions, participants were instead asked to
imagine this scenario based solely on the verbal description, prior to
having undergone the conditioning task. In the other conditions,
participants were asked to make the prediction for “people,” rather
than for themselves.
Several additional features of the prediction procedure differed

from Experiments 1A–2B. First, the practice prediction item involved
a hypothetical evaluative conditioning scenario in which members of
one group were repeatedly paired with pleasant images and members
of another group were repeatedly paired with unpleasant images.
Second, no images were shown during either the practice or the
critical prediction items.
Finally, Experiment 3C contained two exploratory measures.

First, participants were asked—after both the practice prediction
item and the critical prediction item—to report their confidence in
their prediction using a 101-point scale anchored at 0 = not at
all confident and 100 = extremely confident. Second, at the end of
the Time 2 test phase, participants completed a scale assessing
experiences with mindfulness mediation. The responses to both
measures are available in the open data but were not analyzed for
this article.

Analytic Strategy

As in Experiments 2A and 2B, we computed change scores by
subtracting Time 1 from Time 2 implicit evaluation scores and
Time 1 from Time 2 explicit evaluation scores.8 The intended
dissociation consisted of a shift in implicit evaluations toward
favoring the privileged group alongside a shift in explicit eva-
luations toward favoring the oppressed group. This pattern was
observed for 29.2% of participants in Experiment 3A (n = 131
participants), 30.1% in Experiment 3B (n = 273), and 29.2% in
Experiment 3C (n = 476).

We follow the same analytic strategy used in Experiments 2A and
2B, with three exceptions. First, where appropriate, statistical
models included experimental condition as a predictor. Second, we
do not report models including a dissociation indicator, because
the individual-level relationship between predictions and implicit
evaluations was either nonsignificant (Experiments 3A–3B) or
reduced to nonsignificance after controlling for explicit evaluations
(Experiment 3C).9 Third, the analyses involving the binary
accuracy variable were exploratory (i.e., not preregistered) in these
experiments.

Participants

Participants were 535 adult volunteers in Experiment 3A, 1,122
adult volunteers in Experiment 3B, and 2,191 adult volunteers
in Experiment 3C. Participants were recruited from Project
Implicit. In line with standard practice and the preregistration, we
excluded participants from subsequent analyses if they (a) did not
complete both IATs (Experiment 3A: n = 34; Experiment 3B: n =
99; Experiment 3C: n = 163) or (b) had response latencies of 300
ms or lower on at least 10% of IAT trials on either IAT, indicating
inattention (Experiment 3A: n = 38; Experiment 3B: n = 95;
Experiment 3C: n = 161). Additionally, in Experiment 3C, we used
200 participants for exploratory analyses before preregistering the
confirmatory analyses. These exclusions left 463 participants in the
final sample of Experiment 3A, 928 participants in the final sample
of Experiment 3B, and 1,667 participants in the final sample of
Experiment 3C. In Experiment 3A, 311 participants were female, 139
participants were male, and seven participants were of other genders;
in Experiment 3B, 617 participants were female, 264 participants
were male, and 27 participants were of other genders; in Experiment
3C, 1,124 participants were female, 477 participants were male, and
33 participants were of other genders.

Results

Experiment 3A

The results of Experiment 3A are shown in Figure 6. Replicating
Kurdi, Krosch, and Ferguson (2023), implicit evaluations shifted in
favor of the privileged group, both overall (M = 0.07, SD = 0.44),
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8 Instructions throughout the experiment made clear that we were inter-
ested in changes in implicit evaluations (e.g., “What we’re interested in is
whether your implicit attitudes have changed based on your recent new
experience with the two groups, and if so how.”). Nonetheless, it is possible
that participants interpreted the prediction item as asking about absolute
levels. To ensure robustness, we provide reanalyses in the online
SupplementalMaterial using absolute Time 2 evaluations, rather than change
scores, as the focal variables. All conclusions remain substantively
unchanged. The only departure from the main text is that the relationship
between predicted and actual implicit evaluations was statistically significant
in the entire sample; however, consistent with Experiments 1B–2B, this
relationship was driven entirely by participants whose implicit and explicit
evaluations aligned.

9 In exploratory analyses available in the online Supplemental Material,
the interaction between the dissociation indicator and the prediction item was
a significant predictor of implicit evaluations in Experiment 3C, but not in
Experiments 3A or 3B. In all three experiments, predictions had a small but
significant relationship with implicit evaluations among aligned participants;
among dissociated participants, this relationship was nonsignificant in two
experiments and directionally negative in one. These supplementary analyses
bolster the conclusions presented in the main text.
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t(462)= 3.41, p< .001, BF10= 15.50, Cohen’s d= 0.16, and within
each condition (no prediction:M = 0.05, SD = 0.42; preexperience:
M = 0.08, SD = 0.45). Implicit evaluation change did not differ
across conditions, t(459.84) = 0.74, p = .460, BF01 = 7.44, Cohen’s
d= 0.07, indicating that the pattern of change was not systematically
influenced by the act of making a prediction.
Also consistent with Kurdi, Krosch, and Ferguson (2023),

explicit evaluations showed the opposite pattern. They shifted
significantly toward favoring the oppressed group, both overall
(M = −11.83, SD = 29.39), t(438) = −8.43, p < .001, BF10 =
9.05 × 1012, Cohen’s d = −0.40, and with each condition
(no prediction: M = −13.55, SD = 30.77; preexperience: M =
−10.17, SD = 27.96). As with implicit evaluations, the pattern of
explicit evaluation change did not differ by condition, t(430.05) =
1.20, p = .230, BF01 = 4.69, Cohen’s d = 0.11.
At the group level, participants in the preexperience condition

(Figure 7) correctly anticipated that their implicit evaluation
would shift in favor of the privileged group (M = 5.26, SD = 27.95),
t(228) = 2.85, p = .005, BF10 = 3.77, Cohen’s d = 0.19. Critically,
these predictions were based solely on an abstract verbal description
of the conditioning procedure, prior to participants actually
undergoing it. It is therefore unlikely that this predictive accuracy

reflects participants directly experiencing a change in the mental
contents underlying their implicit evaluations. Rather, it is more
plausibly a product of lay theories regarding how implicit eva-
luations respond to the described procedure.

At the individual level, preexperience predictions were not sig-
nificantly related to actual implicit evaluations, β = .09, 95% CI
[−0.05, 0.22], t(227) = 1.26, p = .209, BF01 = 3.28. Regarding
directional accuracy, preexperience predictions were correct 60.3% of
the time, which is slightly but statistically significantly above chance,
95%CI [52.5%, 68.1%], z= 2.58, p= .010. This accuracy rate did not
differ depending on whether implicit and explicit evaluations dis-
sociated, χ2(1) = 0.26, p = .613, φ = −.04. Taken together, these
results suggest that while lay theories about the conditioning pro-
cedure supported modest predictive accuracy at the group level, they
provided little meaningful predictive accuracy at the individual level.

Experiment 3B

The results of Experiment 3B are shown in Figure 8. Replicating
Experiment 3A, implicit evaluations shifted significantly in favor
of the privileged group (M = 0.03, SD = 0.44), t(927) = 2.27, p =
.023, BF01 = 2.07, Cohen’s d = 0.07. This shift was present in
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Figure 6
Implicit Evaluations (Top Panel) and Explicit Evaluations (Bottom Panel; Experiment 3A)

Note. The figure shows the implicit and explicit evaluations by prediction condition (Experiment 3A). Both variables were standardized for
comparability. Positive scores reflect preference for the privileged over the oppressed group, adjusting for Time 1 scores; negative scores reflect
the opposite preference for the oppressed over the privileged group, adjusting for Time 1 scores; zero corresponds to no difference between Time
1 and Time 2 scores. Dots show condition means, and error bars show the 95% confidence intervals. Distributions are displayed using bean plots.
See the online article for the color version of this figure.
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both the preexperience (M = 0.06, SD = 0.44) and postexperience
conditions (M = 0.05, SD = 0.44), but did not reach significance in
the no prediction condition (M = −0.01, SD = 0.45). However, the
magnitude of implicit evaluation change did not significantly
differ across conditions, F(2, 925) = 2.31, p = .100, BF01 =
8.62, η2 < .01.
Explicit evaluations again showed the opposite pattern. They

shifted significantly toward the oppressed group, both overall (M =
−14.85, SD= 33.56), t(878)=−13.12, p< .001, BF10= 3.98× 1032,
Cohen’s d = −0.44, and within each condition (no prediction: M =
−18.83, SD = 33.92; preexperience: M = −13.80, SD = 35.42;
postexperience: M = −11.88, SD = 30.96). The omnibus test
for condition differences was significant, F(2, 876)= 3.40, p= .034,
BF01 = 2.90, η2 = .01, but the effect was small and the Bayes factor
inconclusive, so we refrain from interpreting this result.
At the group level, participants were inaccurate about the

direction of implicit evaluation change, both overall (M = −9.33,
SD = 25.00), t(915) = −11.30, p < .001, BF10 = 2.78 × 1024,
Cohen’s d = −0.37, and within each condition (no prediction:M =
−10.35, SD = 23.48; preexperience: M = −8.37, SD = 25.14;
postexperience: M = −9.25, SD = 26.36). The omnibus test for
condition differences was not significant, F(2, 913) = 0.48, p =
.620, BF01 = 49.95, η2 < .01. In other words, participants

predicted—and in the no prediction condition, postdicted—that
their implicit evaluations would shift in favor of the oppressed
group, consistent with the nonintrospective strategy of using
explicit evaluations as a proxy for implicit ones. This systematic
error was not mitigated by undergoing the conditioning procedure
or even completing the IAT.

At the individual level, expectations of implicit evaluation change
were unrelated to actual implicit evaluation change, β = .04, 95% CI
[−0.02, 0.11], t(914) = 1.29, p = .199, BF01 = 5.99. This null
relationship did not vary by condition, F(2, 910) = 0.21, p = .811,
BF− = 496.81, partial η2 < .01, indicating uniformly poor indi-
vidual-level accuracy across preexperience predictions, postexpe-
rience predictions, and postdictions.

Analyses of individual-level directional accuracy revealed a similar
pattern. Participants whose implicit and explicit evaluations disso-
ciated showed a below-chance accuracy rate of 32.6%, 95% CI
[26.6%, 38.6%], z = −5.72, p < .001. In contrast, aligned participants
showed an above-chance accuracy rate of 65.7%, 95% CI [61.8%,
69.6%], z = 7.85, p < .001. These rates differed significantly from
each other, χ2(1) = 82.39, p < .001, φ = .31, indicating that suc-
cessful predictions occurred primarily when participants could
rely on explicit evaluations as a proxy. The same pattern emerged
in the focal postexperience condition alone, χ2(1) = 26.55, p < .001,
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Figure 7
Distribution of Implicit Evaluations, Explicit Evaluations, and Implicit Evaluation Predictions (Left Panel), and Relationship Between
Predicted and Actual Implicit Evaluations (Right Panel; Experiment 3A)

Note. Left panel: Implicit evaluations, explicit evaluations, and implicit evaluation predictions (Experiment 3A, prediction condition). All variables were
standardized for comparability. Positive scores reflect preference for the privileged over the oppressed group, adjusting for Time 1 scores; negative scores
reflect the opposite preference for the oppressed over the privileged group, adjusting for Time 1 scores; zero corresponds to no difference between Time 1 and
Time 2 scores. Dots show condition means, and error bars show the 95% confidence intervals. Distributions are displayed using bean plots. Right panel:
Relationship between predicted and actual implicit evaluation change at the individual level (Experiment 3A, prediction condition). Each blue circle
corresponds to a participant. See the online article for the color version of this figure.
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φ = .30—precisely where introspective access to the mental con-
tents underlying implicit evaluations should have produced the
strongest evidence of accuracy.

Experiment 3C

The results of Experiment 3C are shown in Figure 9. Implicit
evaluations once again shifted significantly in favor of the privileged
group (M = 0.04, SD = 0.43), t(1666) = 3.32, p < .001, BF10 =
6.57, Cohen’s d = 0.08. This effect was not moderated by timing

(preexperience vs. postexperience), F(1, 1663) = 0.17, p = .681,
BF− = 18.34, partial η2 < .01; target (self vs. other), F(1, 1663) =
0.005, p = .946, BF− = 16.71, partial η2 < .01; or their interaction,
F(1, 1663) = 0.41, p = .525, BF− = 10.11, partial η2 < .01.

Explicit evaluations again showed the opposite pattern, shifting
significantly toward favoring the oppressed group (M = −12.90,
SD = 31.53), t(1608) = −16.42, p < .001, BF10 = 2.94 × 1052,
Cohen’s d=−0.41. This effect wasmoderated by target,F(1, 1605)=
6.25, p = .013, BF10 = 1.23, partial η2 < .01, such that the shift was
slightly less extreme—though still statistically significant—among
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Figure 8
Distribution of Implicit Evaluations, Explicit Evaluations, and Implicit Evaluation Predictions (Left Panel), and Relationship Between
Predicted and Actual Implicit Evaluations (Right Panel; Experiment 3B)

Note. Left panel: Implicit evaluations, explicit evaluations, and implicit evaluation postdictions/predictions by prediction condition (Experiment
3B). All variables were standardized for comparability. Positive scores reflect preference for the privileged over the oppressed group, adjusting for
Time 1 scores; negative scores reflect the opposite preference for the oppressed over the privileged group, adjusting for Time 1 scores; zero
corresponds to no difference between Time 1 and Time 2 scores. Dots show condition means, and error bars show the 95% confidence intervals.
Distributions are displayed using bean plots. Right panel: Relationship between postdicted/predicted and actual implicit evaluation change at the
individual level in the two prediction conditions (Experiment 3B). Each blue circle corresponds to a participant. See the online article for the color
version of this figure.
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Figure 9
Distribution of Implicit Evaluations, Explicit Evaluations, and Implicit Evaluation Predictions (Left Panel), and Relationship Between
Predicted and Actual Implicit Evaluations (Right Panel; Experiment 3C)

Note. Left panel: Implicit evaluations, explicit evaluations, and implicit evaluation predictions by prediction condition (Experiment 3C). All variables were
standardized for comparability. Positive scores reflect preference for the privileged over the oppressed group, adjusting for Time 1 scores; negative scores
reflect the opposite preference for the oppressed over the privileged group, adjusting for Time 1 scores; zero corresponds to no difference between Time 1 and
Time 2 scores. Dots show condition means, and error bars show the 95% confidence intervals. Distributions are displayed using bean plots. Right panel:
Relationship between predicted and actual implicit evaluation change at the individual level by prediction condition (Experiment 3C). Each blue circle
corresponds to a participant. See the online article for the color version of this figure.
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participants who made predictions for others (M = −10.94, SD =
32.68) compared to those who made predictions for themselves (M =
−14.87, SD = 30.22). The shift in explicit evaluations was not
moderated by timing, F(1, 1605) = 1.87, p = .171, BF01 = 7.08,
partial η2 < .01, or the Timing × Target interaction, F(1, 1605) =
0.003, p = .959, BF− = 12.52, partial η2 < .01.
Group-level predictions were directionally inaccurate overall.

Participants generally predicted that implicit evaluations would shift
in favor of the oppressed group—mirroring the direction of explicit
evaluations—even though implicit evaluations in fact shifted in the
opposite direction (M = –3.35, SD = 28.37), t(1653) = −4.81, p <
.001, BF10 = 2594.27, Cohen’s d = −0.12. However, this effect
was moderated by timing, F(1, 1650) = 18.27, p < .001, BF10 =
377.44, partial η2 = .01, and target, F(1, 1650) = 35.35, p < .001,
BF10 = 1.49 × 106, partial η2 = .02. The Timing × Target
interaction was not significant, F(1, 1650)= 0.41, p= .522, BF01 =
10.05, partial η2 < .01.
Regarding the effect of timing, the anticipated shift toward the

oppressed group was significantly stronger in the postexperience
condition (M=−6.23, SD= 32,68), t(843)=−6.37, p< .001, BF10=
1.47 × 107, Cohen’s d = −0.22, compared to the preexperience
condition (M=−0.35, SD= 30.22), t(809)=−0.36, p= .719, BF01=
23.71, Cohen’s d = −0.01. The latter did not differ significantly from
neutrality. This pattern is the exact inverse of what an introspection
account would predict. If participants relied on direct introspective
access to their own mental contents, accuracy should have peaked
after they had personally undergone the conditioning procedure.
Instead, participants were most accurate in the relative sense
(although still inaccurate in the absolute sense) when predicting the
effect of a procedure they had not yet experienced.
Regarding the effect of target, the anticipated shift toward the

oppressed group was significantly stronger among participants who
made predictions for themselves (M = −7.43, SD = 24.71), t(826) =
−8.65, p < .001, BF10 = 1.20 × 1014, Cohen’s d = −0.30, than
among participants who made predictions for others (M = 0.73,
SD = 31.09), t(826) = 0.67, p = .502, BF01 = 20.41, Cohen’s d =
0.02. Predictions in the latter condition did not differ significantly
from neutrality.
One possible interpretation of this pattern is that participants were

more accurate when predicting others’ implicit evaluations due to
reduced self-presentation concerns. Another possibility, however, is
that participants were simply less certain about others’ implicit
evaluations and therefore made less extreme guesses. Because
predictions for the self were directionally inaccurate, an uncertainty-
induced shift toward the neutral midpoint would mechanically
increase apparent accuracy.
The critical question, then, is whether this effect reflects a

genuine increase in individual-level discrimination or merely
reduced confidence when predicting others’ evaluations. These
two possibilities make distinct predictions. If predictions for
others reflect greater discrimination, accuracy should also increase
when assessed as the continuous association between predicted
and actual implicit evaluations, where simple regression to the
midpoint cannot artificially inflate performance. If, instead, pre-
dictions for others reflect greater uncertainty, predictions for others
should outperform those for the self only on coarse, directional
measures of accuracy.
The results strongly support the latter interpretation. At the

individual level, implicit evaluation change was more strongly

associated with self-relevant predictions than with other-relevant
predictions, β = .11, 95% CI [0.008, 0.21], t(1650) = 2.11, p = .035,
BF− = 23.25. Whereas self-relevant predictions were significantly
associated with implicit evaluation change, β = .11, 95% CI [0.04,
0.19], t(825) = 2.88, p = .004, BF10 = 4.50, other-relevant pre-
dictions were not, β= .007, 95%CI [−0.06, 0.07], t(825)= 0.22, p=
.829, BF01 = 12.57. This pattern is the opposite of what would be
expected if predictions for others were genuinely more accurate
rather than simply less extreme due to greater uncertainty.

The association between predicted and actual implicit evaluation
change was not moderated by timing, β= .03, 95%CI [−0.13, 0.07],
t(1647) = 0.61, p = .540, BF− = 8.04, nor by the Timing × Target
interaction, β = .09, 95% CI [−0.29, 0.11], t(1,646) = 0.85, p =
.396, BF− = 5.44. Moreover, the relationship between self-relevant
predictions and implicit evaluation change was reduced to non-
significance after adjusting for explicit evaluation change, β = .08,
95% CI [0.00, 0.16], t(1599) = 1.94, p = .052, BF− = 4.51, whereas
the independent effect of explicit evaluation change remained
significant, β = .09, 95% CI [0.04, 0.14], t(1599) = 3.48, p < .001,
BF+ = 41.56.

In short, predictions for others were less accurate than predictions
for the self, undermining explanations based on self-presentation.
Predictions were no more accurate among participants who under-
went the conditioning procedure than among those who did not, and
the only evidence of predictive accuracy—observed for self-relevant
predictions—disappeared after adjusting for explicit evaluation
change.

Individual-level analyses of directional accuracy yielded a similar
pattern. Overall, participants whose implicit and explicit evaluations
dissociated showed only chance-level accuracy at 45.6%, 95% CI
[41.1%, 50.1%], z = −1.93, p = .054, whereas aligned participants
were significantly above chance at 60.3%, 95% CI [57.4%, 63.2%],
z= 6.94, p< .001. These rates differed significantly from each other,
χ2(1) = 28.78, p < .001, φ= .13. This main effect was moderated by
both timing, β = .74, 95% CI [0.13, 1.35], z = 2.38, p = .017, and
target, β= .60, 95%CI [−0.006, 1.21], z= 1.94, p= .053, but not the
Timing × Target interaction, β = .14, 95% CI [−0.73, 1.01], z =
0.31, p = .757.

Regarding timing, the dissociation indicator had no effect on
directional accuracy in the preexperience condition, χ2(1) = 2.35,
p = .126, φ = .06. In this condition, dissociated participants showed
chance-level accuracy at 51%, 95% CI [45%, 58%], z = 0.33, p =
.740, whereas aligned participants were significantly above chance
at 57%, 95% CI [53%, 62%], z = 3.50, p < .001. By contrast,
the dissociation indicator moderated directional accuracy in the
postexperience condition, χ2(1) = 34.86, p < .001, φ = .21. Here,
dissociated participants performed significantly below chance at
41%, 95% CI [34%, 47%], z = –2.98, p = .003, whereas aligned
participants performed significantly above chance at 63%, 95% CI
[59%, 67%], z = 6.29, p < .001. As with the group-level analyses,
this timing effect is the opposite of what an introspection account
would predict.

The effect of target provides further evidence that other-relevant
predictions were not more accurate than self-relevant predictions,
just more uncertain. The dissociation indicator moderated the
directional accuracy of self-relevant predictions, χ2(1) = 33.50, p <
.001, φ = .21. These predictions were significantly below chance
accuracy among dissociated participants at 42%, 95% CI [36%,
48%], z = −2.43, p = .015, and significantly above chance among
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aligned participants at 64%, 95%CI [60%, 69%], z= 7.00, p< .001.
By contrast, the dissociation indicator did not moderate the direc-
tional accuracy of other-relevant predictions, χ2(1) = 2.99, p = .084,
φ = .06. These predictions were at chance accuracy among dis-
sociated participants at 49%, 95% CI [43%, 55%], z = −0.32, p =
.749, and significantly above chance among aligned participants at
56%, 95% CI [52%, 60%], z = 2.78, p = .005.
This pattern is consistent with an uncertainty-driven shift toward

moderate predictions among participants who made predictions for
others. Other-relevant predictions were more accurate than self-
relevant predictions only among dissociated participants, for whom
a shift toward neutrality would mechanically increase accuracy.
Conversely, other-relevant predictions were less accurate than self-
relevant predictions among aligned participants, for whom such a
shift would mechanically decrease accuracy.

Discussion

Experiments 3A–3C extended the earlier studies by adopting a
different procedure for inducing dissociations between implicit and
explicit evaluations. Despite this methodological shift, the results
converged closely with those of Experiments 1A–2B: Predictive
accuracy was limited to nonexistent at both the group and individual
levels.
A key contribution of Experiments 3A–3C is that predictive

accuracy did not improve when predictions were made after implicit
evaluations had been manipulated, relative to when predictions were
made beforehand. If anything, predictions made after participants
experienced the manipulation were even more flawed—precisely
the opposite of what an introspection account would predict. This
pattern suggests that even the modest levels of accuracy occa-
sionally observed can be accounted for by participants’ lay theories
about the procedure, rather than introspective access to the mental
content underlying their implicit evaluations.
Experiment 3C further addressed the possibility that self-

presentational concerns might suppress predictive accuracy.
At the group level, predictions appeared more accurate when
participants predicted others’ implicit evaluations rather than
their own. However, individual-level analyses suggested that
this apparent advantage was an artifact of greater uncertainty
when predicting for others, which led to less extreme—and
therefore mechanically more accurate—guesses. When accuracy
was assessed in ways that could not be inflated by regression
toward neutrality, predictive accuracy was no higher for others
than for the self and, if anything, was lower. This pattern in-
dicates that self-presentation concerns are unlikely to account for
the observed failures of prediction.
Two potential limitations of Experiments 3A–3C merit consid-

eration. First, prior work suggests that reading a description of a
conditioning procedure can, under some circumstances, induce
changes in implicit evaluations equivalent to those produced by
actually undergoing the procedure (e.g., De Houwer, 2006; Hütter &
De Houwer, 2017; Kurdi & Banaji, 2017). This result raises the
possibility that, in the preexperience conditions, predictions did not
truly precede changes in implicit evaluation as intended. If so, any
predictive accuracy observed in these conditions could reflect not
only accurate lay theories about the conditioning procedure but also
introspective access to mental contents newly formed in response to
the description itself.

We consider this possibility unlikely for both theoretical and
empirical reasons. Existing work suggests that descriptions of
conditioning procedures shift implicit evaluations only insofar as
they provide diagnostic information about the structure of the
environment that carries evaluative implications (Cone & Ferguson,
2015; De Houwer et al., 2021; Mann et al., 2020; Melnikoff &
Kurdi, 2025; Melnikoff et al., 2020; Van Dessel et al., 2019). For
example, prior work has shown that implicit evaluations shift in
response to statements of the form: “Group A will be paired with
positive outcomes and Group B will be paired with negative out-
comes” (Kurdi & Banaji, 2017, 2019; Mann et al., 2020). Such
statements license the inference that Group A is better than Group B,
and it is this inference that is thought to drive implicit evaluation
change. Consistent with this interpretation, studies have found that
implicit evaluations fail to shift in response to a prompt to merely
imagine that certain pairings will occur, precisely because such
prompts are not diagnostic of the structure of the environment and
therefore carry no evaluative implications (Mann et al., 2020;
Melnikoff et al., 2020).

Critically, the prompt used in the preexperience condition does
not support the sort of inferences theorized to drive implicit
evaluation change. It merely asked participants to imagine that
“members of one group are repeatedly paired with words related to
privilege” and “members of a different group are repeatedly paired
with words related to oppression.” This prompt carries little, if
any, diagnostic information about the environment: It neither
references specific entities within the environment (referring
merely to “one group” and “another group”) nor describes actual
environmental contingencies (inviting participants to imagine
something occurring rather than informing them of what will
occur). Therefore, the preexperience prompt lacks the theorized
ingredients required to shift implicit evaluations, making it an
unlikely source of introspectable mental content.

There are also empirical reasons to doubt that the pre- and
postexperience conditions exerted equivalent effects on the mental
contents underlying implicit evaluations. In Experiment 3C,
directional accuracy—at both the group and individual levels—was
moderated by timing, such that preexperience predictions were
significantly more accurate than postexperience predictions. This
pattern directly contradicts the idea that reading the description of
the conditioning procedure was functionally equivalent to under-
going it. Finally, even in the unlikely event that the description did
shift implicit evaluations, predictive accuracy remained low to
nonexistent across all conditions. Accordingly, this alternative
interpretation would not undermine the central conclusion that
participants’ ability to predict their implicit evaluations is limited
at best.

A second potential concern is whether asking participants to
predict others’ implicit evaluations, rather than their own, effec-
tively reduced socially desirable responding. Asking participants to
respond on behalf of others is a common strategy for mitigating self-
presentation concerns (see, e.g., Fiske et al., 2002; Lusk &
Norwood, 2010; Widmar et al., 2016; Ziano et al., 2021). The
rationale is that, because participants have little relevant information
about others, they continue to rely heavily on self-relevant infor-
mation when making such predictions while experiencing reduced
pressure to manage impressions of themselves. Although this
approach is well-established, there is no direct way to verify that it
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successfully attenuated any self-presentation concerns in the present
context.
That said, it is unlikely that self-presentation concerns account

for the present findings, for two reasons. First, participants were
informed that they would receive feedback on their IAT or EPT
performance. Under these conditions, it is implausible that they
expected their potentially unflattering evaluations to remain
concealed, limiting the incentive for impression management at
the prediction stage (Jones & Sigall, 1971). Second, prior work
has documented high predictive accuracy in domains that are
substantially more socially sensitive than the present context,
including evaluations of racial groups and people of different
sexual orientations (Hahn et al., 2014; Morris & Kurdi, 2023). It is
difficult to explain why self-presentation concerns would selec-
tively suppress predictive accuracy here but not in earlier studies,
some of which relied on the same participant pool (Morris &
Kurdi, 2023).

Combined Analyses Across Experiments

Although the experiments reported above consistently docu-
mented low predictive accuracy, there was nonetheless some het-
erogeneity across studies. To synthesize the results in a principled
way, we pooled data from all conditions in which participants
predicted their own implicit evaluations prior to completing the
implicit evaluation measure (total N = 3,488). We fit exploratory
mixed-effects models with random intercepts for experiment to
account for experiment-level dependencies.
As expected, implicit evaluations differed from neutrality in the

positive direction, β = .22, 95% CI [0.06, 0.38], t(5.12) = 3.00, p =
.029, whereas explicit evaluations differed from neutrality in the
negative direction, β = −.59, 95% CI [−0.77, −0.42], t(4.92) =
−7.16, p < .001. Critically, the mean of the prediction item aligned
with explicit rather than implicit evaluations, thus providing evi-
dence against group-level accuracy, β = −.37, 95% CI [−0.66
−0.06], t(5.04) = −2.54, p = .051.
At the individual level, the best fitting model based on both

the Akaike information criterion and the Bayesian information
criterion included an interaction between the dissociation indi-
cator and the prediction item in predicting implicit evaluations,
β = .30, 95% CI [0.16, 0.23], t(3295.93) = 11.48, p < .001. The
relationship between predicted and actual implicit evaluations was
significant in both the aligned, β = .35, 95% CI [0.31, 0.39], and
the dissociated group, β = .06, 95% CI [0.01, 0.10]. Importantly,
however, the effect was over six times larger in the aligned group,
suggesting that predictive accuracy mostly arose from reliance on
explicit evaluations.
Does the small residual relationship in the dissociated group

reflect introspective access, or does it instead reflect some other
nonintrospective mechanism? Experiments 3A–3C (N= 2,516) help
address this question by comparing predictions made before versus
after participants experienced the conditioning procedure that
induced the dissociation. The best fitting model based on Akaike
information criterion revealed a small but significant effect of the
prediction item on implicit evaluation change, β = .05, 95% CI
[0.01, 0.09], t(2239.44) = 2.48, p = .013, but—critically—no
interaction with prediction timing. The absence of a timing inter-
action suggests that any residual predictive accuracy is more
consistent with nonintrospective inference based on lay theories

about the conditioning procedure than with introspective access.
The Bayesian information criterion favored the null model, implying
no reliable predictive accuracy in any condition, reinforcing the
same conclusion.

In a further effort to disentangle the processes that might con-
tribute to predictive success, we fit the quadruple process (quad)
model (Conrey et al., 2005) to all IAT data (total N = 2,708). We
focused on the theoretically crucial conditions in which participants
predicted their own implicit evaluations after experiencing the
evaluation-induction procedure but before completing the IAT.
Details of these analyses are reported in the online Supplemental
Material. Overall, the results were difficult to reconcile with the
possibility of introspective access to the mental contents underlying
implicit evaluations.

Specifically, in Experiments 2A, 3B, and 3C, none of the quad
parameters were significantly associated with predictions, providing
no evidence for predictive accuracy. The overall relationship
between quad parameters and predictions was statistically signifi-
cant but small in Experiments 1B (R2 = .025) and 2B (R2 = .036). In
these two experiments, both relatively automatic and relatively
controlled parameters exerted unique effects, consistent with the
possibility that participants based their predictions, at least in part,
on relatively explicit aspects of IAT responding.

Finally, we have thus far followed convention in the relevant
literature by modeling predictions and explicit evaluations as
independent variables and implicit evaluations as the dependent
variable. Conceptually, however, it seems at least as warranted
to ask whether predictions are driven by implicit evaluations,
explicit evaluations, or some combination of both (see Study 4 of
Hahn et al., 2014). Accordingly, in a final exploratory analysis,
we treated the prediction item as the dependent variable and
implicit and explicit evaluations as simultaneous predictors. Both
implicit evaluations, β = .10, 95% CI [0.07, 0.13], t(3371.75) =
6.31, p < .001, and explicit evaluations, β = .39, 95% CI [0.36,
0.42], t(3372.19) = 24.30, p < .001, uniquely contributed to
participants’ predictions. However, the effect of explicit evalua-
tions was about four times larger than that of implicit evaluations.
Given the evidence above that predictions reflected non-
introspective strategies beyond using explicit evaluations as
proxies for implicit evaluations, this small residual association
provides little reason to infer introspective access; rather, it is
plausibly explained by participants’ lay theories about the eval-
uation-induction procedures.

General Discussion

Are the mental contents underlying implicit evaluations
introspectively accessible, and if so, under what conditions?
This question carries far-reaching implications for foundational
theories of automaticity (Melnikoff & Bargh, 2018; Moors & De
Houwer, 2006), models of the social mind (Cunningham et al.,
2007; De Houwer, 2014; Gawronski & Bodenhausen, 2006;
McConnell & Rydell, 2014; Smith & DeCoster, 2000), transla-
tional issues concerning evaluations of stigmatized social groups
(Kurdi & Charlesworth, 2023; Lai et al., 2014), and moral
responsibility for discrimination (Brownstein, 2016; Greenwald
et al., 2022).

Attempts to answer this question have examined whether in-
dividuals can accurately predict their own implicit evaluations
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(e.g., Andreychik & Fuchs, 2026; Azad et al., 2023; Goedderz &
Hahn, 2022; Hahn et al., 2014; Hahn & Gawronski, 2019; Morris &
Kurdi, 2023; Rivers & Hahn, 2019). This work has consistently
revealed positive—and often substantial—correspondence between
predicted and actual implicit evaluations. These findings have fueled
an emerging consensus that, contrary to influential early theorizing,
the mental contents underlying implicit evaluations are accessible to
conscious introspection.
The starting point of the present project is that the ability to

predict implicit evaluations need not imply conscious awareness of
the mental contents underlying them. Accurate predictions may
arise not only from introspection but also from informed guesswork
grounded in prior experience with the evaluation targets and in lay
theories about how implicit evaluations typically behave. Such
theories may be simple—for example, that implicit evaluations
typically align with explicit ones—or more elaborate, concerning
how implicit evaluations respond to particular experimental ma-
nipulations. These nonintrospective mechanisms are especially
relevant to prior demonstrations of predictive accuracy, all of which
have examined predictions of implicit evaluations of well-known
social targets with which explicit evaluations are highly correlated.
For such targets, participants possess rich background knowledge—
including their own explicit evaluations—that could inform accurate
predictions of implicit evaluations without any awareness of the
mental contents underlying them.
The more nonintrospective routes to predictive success that

are available, the less diagnostic predictive accuracy becomes of
introspective access. Accordingly, the present experiments were
designed to eliminate as many of these routes as possible. They
induced evaluations of novel individuals (Experiments 1A–2B) and
novel social groups (Experiments 3A–3C), ensuring that implicit
and explicit evaluations were weakly correlated and often direc-
tionally dissociated. Under these conditions, participants have little
prior experience on which to base informed guesses, and explicit
evaluations become an unreliable guide. These obstacles should not
prevent people from achieving substantial levels of predictive
accuracy if the mental contents underlying their implicit evaluations
are introspectively accessible. However, if these mental contents are
inaccessible to conscious introspection, predictive accuracy should
be substantially reduced or eliminated altogether.
The results of eight experiments, spanning multiple methods of

manipulating and measuring implicit evaluations, largely support
the latter possibility. The association between predictions and
implicit evaluations was weak, and often indistinguishable from
zero, among participants whose implicit and explicit evaluations
dissociated. By contrast, the relationship was robust among
participants whose implicit and explicit evaluations were aligned.
More strikingly, individual-level predictions were, in almost

every experiment, directionally inaccurate among participants
who could not rely on their explicit evaluations to make the correct
guess. These participants erroneously anticipated that their
implicit evaluations would mirror their explicit ones. In other
words, under conditions that place the greatest burden on intro-
spective access, participants failed to correctly anticipate not just
the magnitude of their implicit preferences, but even which target
they would favor.
Even at the group level, participants mostly anticipated that their

implicit and explicit evaluations would align. That is, with few
exceptions, group-level predictions pointed in precisely the wrong

direction. Directional accuracy at the group level is an extremely
low bar to clear, given that accuracy can emerge in the aggregate
even when it is nonexistent at the individual level. Yet, on average,
participants failed to meet even this minimal standard.

We lowered the bar even further in some experiments by
replacing the relatively difficult task of predicting implicit
evaluations per se with the comparatively easy task of predicting
how implicit evaluations would change. Nonetheless, even here,
predictive accuracy remained almost completely elusive among
participants who could not rely on their explicit evaluations as
a guide.

Besides a lack of introspective access, what might explain such
low levels of predictive accuracy? One possibility is measurement
error: Perhaps the response scales used to elicit predictions
are sufficiently noisy to obscure genuinely accurate beliefs. As
discussed earlier, the lack of even directional accuracy renders this
explanation implausible in practice, even if it remains possible in
principle. Random measurement error may attenuate associations or
blur estimates of degree, but it is unlikely to systematically reverse
the direction of predicted preferences.

A second possibility appeals to self-presentation. Maybe parti-
cipants were unwilling to report their true predictions due to social
desirability concerns. This explanation is also implausible for
several reasons already discussed. Prior work shows that partici-
pants readily predict that their implicit evaluations will reveal
socially undesirable biases, often far more sensitive than those
examined here. Moreover, predictive accuracy in the present ex-
periments remained nonexistent when participants made predictions
for others rather than for themselves. When predicting others’ re-
sponses, people typically rely on their own self-knowledge as an
anchor while experiencing substantially less pressure to manage
personal impressions. That this manipulation failed to recover
predictive accuracy argues against an already unlikely self-pre-
sentation account.

A third possibility is that poor predictive accuracy reflects par-
ticipants’ unfamiliarity with the IAT and EPT. Perhaps if partici-
pants understood how these measures work, they would be better
able to predict their results. This is another possible, but improbable
explanation. The prediction items were carefully worded to mini-
mize any need for technical understanding of themeasurement tools.
For example, in Experiments 1A–2B, participants predicted their
IAT results using the following prompt: “I predict that the IAT
comparing my gut reactions to the person shown in the top row vs.
the person shown in the bottom row will show that my implicit
attitude is,” using a scale ranging from “A lot more positive toward
the person in the top row” to “A lot more positive toward the person
in the bottom row.” Providing an accurate response to this question
requires understanding what the IATmeasures, not the mechanics of
measurement. By analogy, if participants were asked to predict the
output of a Geiger counter comparing radiation levels at a nuclear
blast site to those in their home closet, one would expect them to
achieve high levels of accuracy despite having never used a Geiger
counter or not knowing how it works. So, the fact that participants
routinely mispredicted not only the magnitude but even the direction
of their implicit preferences is difficult to explain in terms of limited
mechanistic insight.

A final alternative account concerns the prediction prompt itself.
The prompt described the implicit evaluation measures as assessing
participants’ “gut reactions.” If these measures capture something
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different from, and only weakly related to, gut reactions, then
participants may have mispredicted their scores because they in-
trospected on the mental contents named by the prompt rather than
those actually captured by the measures. On this interpretation, poor
predictive accuracy would not imply failed introspection. This
possibility cannot be ruled out. If true, however, it would not rescue
the view that the mental contents underlying implicit evaluations are
available to introspection. On the contrary, it would undermine that
view, because the existing evidentiary basis for introspective access
rests almost entirely on prompts similar to those used here.
Though rare, low levels of predictive accuracy occasionally

emerged among participants whose implicit and explicit evaluations
dissociated. Two features of this residual accuracy are noteworthy.
First, in the aggregate, the association between predicted and actual
implicit evaluations in the dissociated subsample was vanishingly
small (β = .06), reaching statistical significance only because of
the very large combined sample size. Second, even this limited
association need not reflect introspective access. The present ex-
periments cannot fully eliminate all nonintrospective routes to pre-
dictive accuracy, and it remains plausible that a subset of participants
achieved modest accuracy by relying on correct lay theories about
how implicit evaluations form and change, rather than by accessing
the mental contents underlying their own implicit evaluations. The
results of Experiments 3A–3C directly support this interpretation. In
these experiments, whatever limited predictive accuracy participants
achieved was observed regardless of whether predictions were made
before or after implicit evaluations were actually manipulated.
Although this result does not rule out introspection entirely, it does
suggest that the residual accuracy we observed is plausibly explained
in terms of nonintrospective mechanisms.
Taken together, these considerations make the present findings

difficult to reconcile with the view that the mental contents underlying
implicit evaluations are readily accessible to introspection. Predictive
accuracy almost entirely vanished under conditions designed to
reduce nonintrospective routes to predictive success. Neither mea-
surement error, self-presentation concerns, nor unfamiliarity with
themeasurement tools offers a compelling account of this pattern. The
small slivers of residual accuracy that occasionally surfaced are
more likely explained by the persistence of some nonintrospective
strategies than by genuine introspective access.
We believe that the present findings warrant, at a minimum, serious

consideration of the possibility that the mental contents underlying
implicit evaluations are categorically inaccessible to introspection.
However, this categorical view represents the strongest interpretation
of the present findings, and a more qualified interpretation remains
possible: Introspective access may be attainable under some condi-
tions but not others. At the same time, for this conditional view to be
falsifiable, researchers will need to specify the conditions under
which introspection is likely versus unlikely to succeed. For example,
introspective access may be more likely for well-established mental
contents grounded in direct, personal experience.
Strictly speaking, the categorical and conditional views are

equally consistent with the present findings; therefore, future
research is needed to adjudicate between them. Such work may
also benefit from examining whether the predictable and unpre-
dictable components of implicit evaluation are qualitatively
different from one another, for example, by testing whether they
show different patterns of association with criterion behaviors
(Cameron et al., 2012; Kurdi et al., 2019). For now, however, the

present findings support a clear conclusion: Under the conditions
examined in this project, introspective access was limited, if not
entirely absent.

Regardless of whether the categorical or conditional view
proves correct, the present findings have broad implications. For
example, they bear on emerging critiques of implicit evaluation
measures (e.g., Gawronski et al., 2022). These critiques argue that
measures of implicit evaluation lack construct validity and are
fundamentally less useful than standard self-report measures, in
part because they allegedly fail to capture mental contents not
already captured by verbal reports. The present findings challenge
this premise. Whether the mental contents captured by implicit
evaluation measures are introspectively inaccessible always or
only sometimes, the claim that these measures fail to capture such
contents—or offer no insight beyond what self-reports can
grant—is difficult to sustain.

Beyond the issue of awareness of the mental content underlying
implicit evaluations, the present findings inform broader questions
concerning introspection and nonintrospective routes to self-insight.
How introspection operates, and under what conditions it succeeds,
remains highly contested within the cognitive sciences (see, e.g.,
Dehaene & Changeux, 2011; Lau & Rosenthal, 2011; Morris, 2025;
Tononi et al., 2016). The present findings place important con-
straints on this debate. Whatever the mechanisms of introspection
may be, they appear to provide, at best, limited access to the mental
contents underlying implicit evaluations under the conditions
examined here. This conclusion can help guide work on intro-
spection by clarifying which kinds of mental content it is unable—or
only minimally able—to access.

At the same time, because nonintrospective mechanisms appear to
play a substantial role in guiding predictions of implicit evaluations,
the present findings motivate further investigation into what those
mechanisms are and how they operate. One plausible account is that
people begin by anchoring on their explicit evaluations, which are
readily accessible and salient (Kahneman, 2003; for initial evidence in
support of this account, see Nudler et al., 2026). Depending on
opportunity and motivation, participants may then adjust away from
this anchor by drawing on additional sources of information. Much of
this information is likely nonintrospective, such as reflections on
one’s demographic group memberships or prior encounters with the
relevant targets. However, as explained above, it is possible that, at
least in some cases, introspection also contributes.

Although preliminary, this sketch helps explain several features
of the present results and prior findings. In particular, it accounts for
why explicit evaluations explain a large proportion—but not all—of
the variance in predictions of implicit evaluations. It also yields
testable predictions for future work. For example, if predictions of
implicit evaluations rely heavily on anchoring and adjustment, they
should become more tightly coupled to explicit evaluations under
cognitive load, which limits adjustment. Conversely, prompting
participants to ignore their explicit evaluations when making pre-
dictions should improve accuracy in cases where implicit and
explicit evaluations are misaligned.

Limitations

The present experiments are not without limitations (Table 2). Out
of necessity, all experiments relied on somewhat contrived setups to
induce dissociations between implicit and explicit evaluations of
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novel targets. Such dissociations are atypical:Manipulations that shift
one type of evaluation usually shift the other in the same direction
(Kurdi, Morehouse, & Dunham, 2023). In fact, in our search for
paradigms capable of producing the required dissociation, we con-
ducted no fewer than 17 unsuccessful pretests—a set of findings that
we hope to report separately in the future. So, although inducing an
implicit–explicit dissociation was a necessary precondition for a
meaningful test of the present hypotheses, such dissociations are the
exception rather than the rule and appear to require rather artificial
conditions.
A further limitation concerns the generalizability of these findings

from novel to familiar targets. The processes underlying predictions
of implicit evaluations may differ when the targets are well-known
rather than newly encountered. For example, in the case of familiar
social categories like racial groups, participants may already have
reflected on their implicit evaluations prior to assessment, perhaps
through exposure to implicit bias education or related activities
(Lai et al., 2023). Introspective access to the mental contents
underlying implicit evaluations may therefore depend on extended
reflection, repeated experience, or deliberate training andmay not be
achievable within the confines of a brief experimental session. If so,
introspective access might emerge with sufficient time and moti-
vation, potentially combined with targeted interventions to enhance
introspective ability.
Finally, no empirical data can, in principle, definitely rule out the

existence of introspective access under some conditions or for some
individuals. One reason is that awareness cannot be assessed
directly; rather, it can only be inferred from behavioral responses.
The responses observed here—namely, inaccurate predictions under
conditions designed to block as many nonintrospective routes to
accuracy as possible—are at odds with consistent introspective
access but do not necessarily entail its absence. A second reason is
methodological: Like virtually all experimental work in psychology,
our inferences are drawn at the level of samples embedded in
specific experimental contexts, not at the level of individual

participants under all possible conditions. It therefore remains
possible that some participants introspectively accessed the mental
contents underlying their implicit evaluations or that such access
would emerge in other contexts not examined here.

For these reasons, we see the present work as continuing—not
concluding—the quest to understand whether the mental contents
underlying implicit evaluations are accessible to conscious intro-
spection, and if so, when, to what extent, and for whom. At present,
however, we—including those of us who started this project with
strong priors favoring the possibility of introspective access—see
the accumulated evidence as most consistent with the classic
conceptualization of implicit evaluations as arising from “intro-
spectively unidentified (or inaccurately identified) traces of past
experience” (Greenwald & Banaji, 1995, p. 8).
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Table 2
Table of Limitations

Potential limitation of the present experiment

• The present experiments were conducted online, which allowed us to recruit large and relatively diverse samples. However, results may have been different in
a laboratory environment (Goedderz et al., 2024), which is both less noisy and creates more accountability among participants. In addition, given that Project
Implicit participants are self-selected, and many of them have an intrinsic interest in implicit social cognition, reliance on this sample may generate overly
optimistic estimates of predictive accuracy.

• Although the present samples are more diverse in terms of age, education level, political ideology, and a host of other variables than the convenience samples
routinely used in this line of research, the samples are not representative of the population of any country.Moreover, Experiments 1A–2B relied exclusively on
female participants; female participants were also overrepresented in Experiments 3A–3C relative to their share in the population.

• In the present project, we created conditions under which newly induced implicit and explicit evaluations are dissociated from each other in terms of mean
levels. These conditions were necessary to test our hypotheses; however, newly induced implicit and explicit evaluations are generally in close alignment with
each other (Kurdi, Morehouse, & Dunham, 2023), thus making these conditions unusual. In addition, we note that the learning procedure in Experiments 1A–
2B relied, in part, on preexisting gender attitudes (but see Nudler et al., 2026); in Experiments 3A–3C, the difference of implicit evaluations from neutrality
was small.

• Although the present studies are experimental at their core, we used an observed (rather than manipulated) variable to divide participants into subsets with
dissociation versus alignment between their implicit and explicit evaluations. As such, this distinction may be vulnerable to third-variable explanations.

• It is conceivable that participants are aware of the mental contents underlying newly created implicit evaluations but choose not to report them due to social
desirability concerns. However, we believe that this possibility is relatively unlikely given the fact that high levels of predictive accuracy have been observed
in arguably considerably more socially sensitive domains such as race and sexual orientation (Hahn et al., 2014; Morris & Kurdi, 2023).

• The present experiments suggest that participants are not immediately aware of the mental contents underlying newly created implicit evaluations; however,
they do not preclude the possibility of participants becoming aware of such contents over longer periods of time.

• It is conceivable that although participants are not aware of the mental contents underlying newly created implicit evaluations by default, they could be trained
to develop such awareness, for example, via mindfulness mediation or other methods.
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